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ould artificial intelligence
ever think like a human?
And if it could, would that
tell us that intelligence is
not bound to biology but instead
a property that emerges from any
sufficiently complex system?

Is the conscious experience of
thought tied to the organic matter

of neurons, or could consciousness
arise from circuits and code were
they to be arranged in a similar
manner? If the brain is, at its core,

a highly sophisticated biological
computer, then might an artificial
system, built with a similar blueprint,
one day cross the threshold into
self-awareness? Philosophers have
pondered questions like these for
centuries, and in today’s world, they
have captured the attention of almost
every user of the plethora of cutting-
edge artificial intelligence systems.

While there are a lot of philosophical
considerations to be taken into
account when encountering these
questions, it is clear that studying the
brain has helped transform the field
of artificial intelligence development.

From Biological Neurons to
Artificial Networks?

At the core of both biological and
artificial intelligence lies a simple
idea: taking in complex information

and making decisions. In the human

brain, neurons receive signals
through their dendrites, process
them, and send an output signal
through the axon. This process
simplifies vast amounts of incoming
data into a final decision of whether
or not to send an electrical signal.
In biological neurons, the sum of
excitatory and inhibitory inputs is
required to reach a threshold that
triggers an action potential.

Artificial neural networks (ANNs)
are built from units that function in
a similar way [1]. Each unit collects
multiple inputs, processes them
using weighted connections, and
produces a single output. These
weights determine how strongly
different inputs influence the unit’s
final decision, similar to synaptic
strengths in real neurons. Adjusting
the weights and biases is a method
by which artificial neural networks
learn from data to improve their
ability to recognize patterns and
make accurate predictions.

This happens through a process
called backpropagation, where the
network calculates how much error
is present in its predictions, and
gradient descent, which updates the
network’s parameters to minimize
that error [2]. For example, if a
single-layer network is tasked

with distinguishing between

light and dark pixels, it may start
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with random weights that lead to
incorrect classifications. As the
network processes more examples,

it compares its predictions to the
actual labels, calculates the error,
and adjusts the weights accordingly.
Over multiple iterations, this
refinement process allows the
network to improve its accuracy.
When multiple layers are stacked, the
learning process becomes even more
sophisticated.

How Al Learns to See

In artificial intelligence, a single
layer of artificial neurons can process
information in single linear data,



such as the intensity of one pixel. A
second connected layer can detect
basic and simple textures or lines.

A third layer combines these edges
into a specific shape, such as that of a
square or a circle.

Deeper layers then recognize specific
features, such as eyes, nose, or

ears. Then, the final layers combine
multiple features recognized across
other layers and identify entire
objects or patterns. When these final
layers are stacked on top of other
final layers, deep neural networks
are formed and allow for more
complex decision-making systems.
This hierarchical structure is similar

-
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to how the human brain processes
visual sensory information, detecting
edges and shapes before recognizing
faces or objects.

This kind of architecture is a crucial
component of AT development,

and it is a foundational concept

of networks called Convolutional
Neural Networks (CNNs) work.
CNNs are modeled after the human
visual system [3]. In the brain,
visual processing occurs in stages:
the primary visual cortex detects
simple edges and orientations, while
higher-level areas recognize complex
features like faces or objects [4]. In
the mammal brain, different regions

GREY MATTERS
GEORGIA STATE UNIVERSITY 19

specialize in color, motion, or depth
processing. Artificial neurons in
CNNs operate comparably, with
specialized layers recognizing
distinct features before being
integrated at higher-level layers.

While CNNs are inspired by the
hierarchical nature of human vision,
researchers have shared concern that
this resemblance only holds up to a
certain point. Using neuroimaging
and computational modeling, a
study compared brain activity in
human participants viewing images
with the internal representations of
CNNs processing the same images
[5]. Early visual areas in the brain



showed moderate similarities to CNN
layers detecting basic features. As
processing became more complex,
the alignment weakened.

Higher-level brain regions
responsible for object recognition
and scene understanding exhibited
representational patterns that CNNs
failed to replicate. Unlike the brain,
which integrates context, prior
knowledge, and top-down influences
to interpret images, CNNs rely
solely on patterns within the data

it is trained on. This may explain
why certain tasks that humans find
intuitive are difficult to work with
in Al models such as recognizing
objects under unusual lighting or
from unfamiliar angles.

How AI Remembers

Other ANNs are better at processing
sequential information by
remembering past inputs and using
them to influence future outputs.
While traditional neural networks
treat each input independently,
networks known as Recurrent Neural
Networks (RNNs) use feedback loops
[6]. At the core of these loops is the
hidden state, a function that acts

as a dynamic memory for the RNN.
When an input enters the network, it
is combined with the previous hidden
state and processed through weighted
connections to determine the next
state and output.

This concept is important for
mimicking crucial human tasks such
as the use of language, recognizing
speech, or predicting data. In real-
world applications, RNNs are the
foundation of speech recognition
systems like Siri and Alexa, as well
as predictive text models that suggest
words while typing, which are
integrated in our phones as well as
emails [7]. While RNNs mimic aspects
of how the human brain processes
sequences, they are not perfect
replicas of biological neural circuits.
While both RNNs and biological
systems rely on interconnected nodes

to process information, the human
brain has evolved over millions of
years and thus carries highly complex
and adaptable structures shaped by
evolutionary forces [8].

In contrast, RNNs are designed for
specific tasks, which often have
simpler maps that may not fully
capture the complexity of biological
networks. Nonetheless, due to

their ability to handle temporal
dependencies, RNNs are one of the
most powerful tools in artificial
intelligence.
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From Neural Signals to
Neuromorphic Systems

Neuromorphic computing is a field
that seeks to replicate the brain’s
efficiency by designing computer
hardware that functions more like
biological neural circuits. Traditional
ANNs, such as those used in deep
learning, rely on continuous
mathematical operations performed
on floating-point numbers.

In contrast, neuromorphic systems
use Spiking Neural Networks
(SNNs), where artificial neurons
communicate through discrete



electrical pulses, or also "spikes" [9].
This approach tries to better mimic
the way biological neurons transmit
information through mirroring their
electrophysiological properties such
as action potentials.

Instead of processing information
in a continuous stream, spiking
neurons fire only when a certain
threshold is reached, allowing for
event-driven computation. For
example, neuromorphic vision
Sensors can process images more
efficiently by detecting changes in
a scene rather than analyzing every
pixel continuously, much like how

the human visual system prioritizes
movement and contrast. This is
critical for autonomous drones,
robotic prosthetics, and brain-
machine interfaces. Such systems
require a high-speed and low-power
processing to smoothly interact with
the environment [10]. These devices
capture video at a fixed frame rate,
recording only changes in pixel
intensity. The output consists of a
sequence of on/off events, which can
be interpreted as input spikes.

This kind of processing allows for
a higher temporal resolution, lower
computational power consumption,
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as well as a better dynamic range
[9]. Additionally, neuromorphic
computing plays a crucial role in
neuroscience research itself [11].

By building artificial systems that
closely resemble the architecture
of the brain, scientists can test
hypotheses about neural function
and learning mechanisms. As
neuromorphic technology advances,
it has the potential to bridge the
gap between Al and neuroscience,
creating machines that not only
compute efficiently but also learn
and adapt in ways that more closely
mirror human cognition.

A Digital Brain

One of the most ambitious
neuroscience-Al collaborations is
the Blue Brain Project, which aims
to simulate the entire human brain
in silico. By digitally reconstructing
the intricate networks of neurons,
synapses, and other neural
components, researchers hope to
create a detailed and dynamic model
that captures the complexity of brain
function [12]. This approach allows
scientists to explore fundamental
mechanisms of cognition, learning,
memory, and behavior, which

are often too complex to study in
isolation or through traditional
experimental methods [12]. The
project represents an unprecedented
effort to understand how the brain’s
architecture leads to its remarkable
abilities. In parallel, AT could gain
immensely from these brain-like
models. As researchers refine the
digital brain’s structure, Al systems
can learn from these biologically
grounded models to improve their
own neural network architectures.
This blending of neuroscience and
AT could lead to the development of
more efficient, flexible, and robust
Al systems that could eventually
challenge our traditional notions of
machine learning.



A Can Machines be
Conscious?

While scientists are eager to mimic
biological systems in Al as a means
to advance these technologies, it
leaves us wondering whether Al

if sophisticated enough, can truly
replicate the human mind in a way
that allows it to tap into a conscious
experience. One of the most
foundational debates in this realm
is the mind-body problem, famously
pioneered by René Descartes.
Descartes proposed that the mind
and body are distinct substances [13].

This dualistic view contrasts with
physicalism, which suggests that
consciousness is merely the result

of neural processes. Modern
physicalists like David Chalmers take
this conversation further, addressing
the "hard problem of consciousness",
which asks how subjective experience
arises from the objective functions
of the brain. While we may map out
how the brain processes information,

Chalmers argues that we still don’t
fully understand how these neural
processes give rise to the rich inner
experience we know as consciousness
[14]. Chalmers’ work ties directly

into a broader discussion of AI

and consciousness, particularly
when considering the implications

of John Searle’s Chinese Room
Argument. Searle argues that, while
a machine may appear to understand
language and engage in meaningful
conversations, as we currently

see in AT chatbots, it doesn’t truly
understand the language [15].

This highlights a potential core
distinction between human minds
and AI. ATl might simulate behavior,
but whether it could experience is
a difficult question to tackle. This
skepticism leads us to consider
functionalism, a theory presented
by Hilary Putnam. Functionalism
suggests that mental states are
defined by their functional roles

rather than by their internal
composition [16]. According to this
view, if an AT could replicate the core
functions of the human brain such as
processing information, recognizing
patterns, and making decisions, then
it could even have a "mind" of its own.
This brings us back to connectionism,
a theory that seeks to explain
cognition through networks of
interconnected nodes. William

T. Powers, for example, proposed
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perceptual control theory, which
shares ideas with the connectionist
models in AI. He suggested that
cognition arises from complex
interactions between components,
much like how artificial neural
networks function [17]. While this
comparison suggests that Al can
replicate certain aspects of brain
function, it remains unclear whether
the flexibility, adaptability and
subjective experience of biological



neural networks can be reduced

to artificial models. As these
philosophical theories converge,

it becomes evident that while AI
may mimic certain processes of
human cognition, replicating the
full complexity of consciousness and
the human experience remains a far
greater challenge.

A Journey from Neurons
to Machines

TThe intersection of Al and
neuroscience allows us to understand
better the possibilities of artificial
intelligence in shaping the future of
technology and our understanding
of what it means to be conscious. We
can appreciate how far AT has come
in simulating cognitive functions as
we explore systems such as ANNs,
CNNs, RNNs, and SNNs. ANNs,
modeled after the way biological
neurons work, have been designed
to simplify complex input data and
make decisions. CNNs, inspired

by the brain’s visual system, have
revolutionized computer vision.

Meanwhile, RNNs, which incorporate
memory through feedback loops,
have enabled machines to handle
sequential information. At their core,
these networks are inspired by the
brain’s ability to process and store
information. Yet they stand far from
replicating the full complexity of the
biological brain. When we consider
the philosophical implications

of these Al systems, we must ask
whether these artificial networks
could ever truly mirror human
thought and consciousness.

The philosophical theories explored
throughout this article present
significant challenges to the notion
that machines could be self-aware.
Consider, for example, how RNNs
handle sequential data. While these
networks are effective at mimicking
some aspects of memory and

learning, they are still fundamentally

lacking in the depth of adaptability
and subjective experience that
biological neural systems possess.

Even advanced systems like SSNs,
which attempt to mirror the brain’s
efficiency through event-driven
computation, do not fully replicate
the complexities of consciousness
that emerge from human neural
networks. This leads us to the
fundamental question:

Can machines ever experience
consciousness in the same way that
humans do?

If, sometime in the future, we

can engineer a very sophisticated
AT system almost identical to the
human nervous system, would that
AT system develop awareness, or
will consciousness always remain
tied to biological origins? While the
idea of AI developing self-awareness
remains highly speculative and
raises profound ethical questions,
the possibility encourages us to
rethink what consciousness means.
Though this idea is far from realized,
the merging of Al and neuroscience
is pushing the boundaries of

our understanding of both the
intelligence and mind.
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