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ABSTRACT

Molecular sequence analysis is vital for understanding the functions, structures, and be-

haviors of organisms, including viruses, playing a key role in disease prevention and control.

To apply machine learning (ML) and deep learning (DL) models to biological data, protein

sequences must be transformed into �xed-length numerical representations for e�cient clus-

tering and classi�cation. This research aims to develop methods for extracting informative

numerical features from protein sequences to enable comprehensive ML/DL analysis.

We focus on addressing challenges in clustering and classifying protein sequences by con-

verting them into numerical formats. Feature embedding techniques like k-mers and One

Hot Encoding (OHE) capture patterns within sequences. We also explore advanced encod-

ing methods such as low-dimensional representations, ViralVectors (based on minimizers),

Sparse coding, and PseAAC embedding, which account for variations in sequence length and

complexity, preserving crucial information for accurate ML/DL analysis.

To validate our approach, we experiment with diverse datasets, including SARS-CoV-

2 virus sequences and T-cell receptor (TCR) sequences linked to cancer. We apply various

ML/DL models for clustering and classi�cation, comparing our results with existing methods

to demonstrate the e�ectiveness of our techniques.

This research also contributes to cancer studies by developing a simulator that models

single-nucleotide variants (SNVs) and copy number aberrations (CNAs) for cancer phylogeny

inference. By integrating insights from protein sequence analysis and cancer evolution model-

ing, this work advances our understanding of biological systems and enhances methodologies

in bioinformatics and disease control.

INDEX WORDS: Biological sequences, Protein sequence analysis, Embedding gen-
eration, Clustering, classi�cation, Machine learning, and Deep
learning models
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1

CHAPTER 1

INTRODUCTION

Molecular, or biological sequences are fundamental components of living organisms that

encode vital genetic information (20; 44). These sequences are comprised of a linear ar-

rangement of nucleotides (DNA or RNA) or amino acids (proteins) and play a crucial role in

various biological processes (97). They provide the blueprint for the structure and function of

organisms, dictating traits, characteristics, and behavior (120; 19). E�cient clustering and

classi�cation of biological sequences play a vital role in understanding sequence relation-

ships, functional annotations, disease diagnosis, and accelerating research in various �elds,

including genomics, proteomics, and drug discovery(35; 110).

1.1 Motivation

The COVID-19 pandemic caused by the novel coronavirus has had a profound impact on

the world. With nearly 1.36 million reported cases across 219 countries as of April 2021,

as highlighted by Uyangodage et al. (122), and a staggering 86,379,937 cases in the United

States alone as of June 2022, according to the Centers for Disease Control and Prevention

(CDC), the need to understand the disease and its e�ects has become paramount. The

extensive collection of SARS-CoV-2 genomic sequencing data has provided researchers with

valuable insights into the virus, enabling them to develop e�ective preventive measures and

minimize the impact of the pandemic on global health (1; 70; 91).

SARS-CoV-2 is a single-stranded RNA-enveloped virus (71). Its entire genome is charac-

terized by applying an RNA-based metagenomic next-generation sequencing method. The
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length of the genome is 29,881 bp (GenBank no. MN908947), encoding 9860 amino acids

(23). Structural and nonstructural proteins express the gene fragments. Structural proteins

are encoded by the S, E, M, and N genes, while the ORF region encodes nonstructural pro-

teins (21) (see Figure 1.1). A key factor involved in infection is the S protein on the surface

of the virus (130). The S protein of SARS-CoV-2 is similar to other coronaviruses and arbi-

trates receptor recognition, fusion, and cell attachment through viral infection (126; 47). The

S protein has an essential role in viral infection that makes it a potential target for vaccine

development, antibodyblocking therapy, and small molecule inhibitors (54). In addition, the

spike region of the SARS-CoV-2 genome is involved in a disproportionate amount of the

genomic variation, for its length (64). Therefore, mutations that a�ect the antigenicity of

the S protein are of certain importance (49). Even though, the abundance of sequencing

data, including raw reads from di�erent technologies, overwhelms traditional mapping and

assembly pipelines (43; 92; 132).

Figure 1.1 The SARS-CoV-2 genome is roughly 29{30 kb in length, encoding structural and
nonstructural proteins. Open reading frame (ORF) 1ab encodes the non-structural proteins,
and the four structural proteins: S (spike), E (envelope),M(membrane), and N (nucleocapsid)
are encoded by their respective genes. The spike region is composed of 3821 base pairs, hence
coding for 1274 amino acids.

Cancer is another devastating disease that a�ects millions of people worldwide (134; 131;

115). The study of cancer genomes and their associated sequences plays a crucial role in
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understanding the underlying mechanisms of the disease (73). The availability of large-scale

cancer genomic datasets has also provided researchers with valuable resources to investigate

the genetic alterations and molecular pathways involved in di�erent types of cancer (28; 13).

T cell receptors (TCRs) play a crucial role in the immune response by recognizing and

binding to antigens presented by major histocompatibility complexes (MHCs) on the surface

of infected or cancerous cells, Figure 1.2 (111). The speci�city of TCRs for antigens is

determined by the sequence of amino acids that make up the receptor, which is generated

through a process of genetic recombination and somatic mutation. This enables T cells to

produce a diverse repertoire of receptors capable of recognizing a wide range of antigens (29).

Figure 1.2 T-cells mount a targeted immune response against the invading pathogen of
cancerous cells.

In recent years, substantial progress has been achieved in the classi�cation and clus-

tering of protein sequences based on various factors (7; 33), including sequence homology,

structural properties, and functional annotations. These advancements play a crucial role

in identifying novel and rapidly evolving SARS-CoV-2 virus variants. Clustering techniques

are instrumental in detecting emerging variants, while classi�cation methods aid in tracking

and categorizing existing ones.

Moreover, multiple studies have demonstrated the classi�cation of TCR sequences for the
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purpose of disease detection and classi�cation, including autoimmune diseases and various

types of cancer. (75; 136; 93).

1.2 Protein Sequence embedding generation Techniques

In order for the clustering and classi�cation of protein sequences to be compatible with

ML/DL models, they need to be transformed into meaningful and compact numerical rep-

resentations known as feature vectors.

Feature embedding methods (36), feature selection (119), dimensionality reduction tech-

niques (99), and incorporation of domain knowledge (81) are all di�erent aspects of feature

engineering, each aimed at improving the quality and e�ectiveness of the numerical repre-

sentations that can be used for clustering and classi�cation models. The remainder of our

study involves the combination of these embedding generation methods for various datasets

to achieve e�cient clustering or classi�cation results.

1.2.1 SARS-CoV-2 Sequences

There are many methods proposed in the literature to produce such a representation of a

sequences, such as one-hot encoding (64),k-mers based encoding (8), and position weight

matrix based encoding (7).

In this work, we implemented a robust feature-vector representation of SARS-CoV-2

sequences based onk-mers that, when combined with the appropriate low dimensional rep-

resentation technique such as Random Fourier Features (RFF) or feature selection methods

such as Least Absolute Shrinkage and Selection Operator (LASSO) Regression, and Boruta,
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allow many di�erent downstream clustering approaches to perform well on a variety of dif-

ferent measures. Moreover, to extend our exploration of �nding a better transformation

method for spike sequences into numerical form, we also implemented another feature em-

bedding method named ViralVectors. It's a compact feature vector generation from virome

sequencing data that allows e�ective downstream analysis. Such generation is based on min-

imizes, a type of lightweight \signature" of a sequence, used traditionally in assembly and

read mapping.

1.2.2 TCR Sequences in the Era of Cancer

TCR sequencing has emerged as a crucial tool for comprehending the immune response

to cancer and developing personalized cancer treatments (94). The TCR sequencing data

provides valuable information about each TCR sequence like the type and location of the

antigen that the T-cell has identi�ed (68). Accurate classi�cation of TCR protein sequences

can provide insights into immune response mechanisms, disease pathogenesis, and facilitate

the development of targeted therapeutics (58; 117). Understanding the complexity and di-

versity of these sequences has created a signi�cant need for embedding generation methods.

Traditionally, cancer classi�cation approaches relied on sequence alignment or pairwise simi-

larity comparisons (14; 105), which are computationally expensive and limited in their ability

to capture the complex relationships between sequence patterns and functional properties

(128).

In this work, we implemented informative embedding generation approaches such as

PseAAC, and Sparse coding that generate feature vectors that can be e�ectively used as
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input for machine learning classi�ers.

1.3 Contributions

The following are the contributions of this study:

ˆ E�cient clustering and classi�cation of sequences of the SARS-CoV-2 virus using

alignment-free, fast, and scalable embedding generation methods (K-mers+RFF, K-

mers+Lasso, K-mers+Boruta, and ViralVectors) to convert the SARS-CoV-2 spike

protein sequences into numerical form.

ˆ We implemented novel encoding approaches, namely PseAAC embeddings, and Sparse

coding, to handle large-scale TCR sequence data and e�ectively capture their diverse

properties. These encoding methods enhance the classi�cation of cancer types by

providing improved representations of the TCR sequences.

ˆ The statistical analysis and visualization of feature-engineering methods are provided.

ˆ We also generated a cancer progression tree that integrates Copy Number Aberra-

tions (CNAs) and Single Nucleotide Variations (SNVs) to provide a computational

framework to depict the evolutionary trajectory of a tumor. This model elucidates

the sequential acquisition of genomic alterations by cancer cells, charting the path of

disease progression and the emergence of intratumoral heterogeneity. In this context,

we have developed a simulator that constructs such trees, serving as a tool to evaluate

and benchmark methods for reconstructing tumor phylogenies.
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CHAPTER 2

BACKGROUND

Clustering and classi�cation of biological sequences enhance our understanding of organisms,

disease mechanisms, and personalized medicine (58; 117). They enable the organization and

categorization of sequences, identi�cation of variants and biomarkers, and improvement of

diagnosis and treatment strategies (51). By transforming sequences into numerical represen-

tations like embeddings, clustering and classi�cation algorithms facilitate e�ective analysis

and comparison (132; 9). Embedding generation methods extract meaningful information,

enabling downstream analyses in genomics, proteomics, and other biological research �elds.

Various embedding generation techniques have been developed to make biological sequences

such as protein sequences compatible with ML/DL clustering and classi�cation models for

analysis. In this section, we will categorize these techniques.

2.1 Feature-Engineering-based Methods

Previous studies have shown the e�ectiveness of using �xed-length numerical representations

for sequence analysis tasks (5; 50). However, most existing methods rely on sequence align-

ment, which can be computationally expensive. In the case of SARS-CoV-2 spike sequences,

one-hot encoding (OHE) (64) has been commonly used but fails to preserve the amino acid

order and only works with aligned sequences. In contrast,k-mers, which are substrings of

length k, provide an alignment-free approach and have been successfully used to generate

�xed-length feature vectors. By counting the occurrences of uniquek-mers in a sequence,

k-mers capture important sequence characteristics and preserve the amino acid order. This
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approach has been shown to achieve better sequence classi�cation results compared to one-

hot encoding (6; 9; 8). Several methods leverage the bene�ts ofk-mers, including Spike2Vec,

PWM2Vec, and Spacedk-mers to enhance their analysis of biological sequences. Spike2Vec

is a method to convert bio-sequences into numerical form for enabling ML-based classi�ca-

tion of the sequences (8). It generates the embedding of a sequence by counting itsk-mers

occurrences, ask-mers are known to retain the ordering information of the sequence. For a

sequence, itsk-mers consists of consecutive substrings of lengthk derived from the sequence.

Moreover, PWM2Vec get numerical embeddings of the biological sequences following the k-

mers concept, however, rather than using the k-mers frequencies, it assigns weights to each

amino acid of the k-mers and employs these weights to generate the em- beddings (7). As-

signing weights enables to preserve the position-wise relative importance of the amino acids

in a k-mer, along with retaining the ordering information. The weights are determined us-

ing a position weight matrix (PWM). Since the embeddings generated usingk-mers su�er

from sparsity and curse of dimensionality challenges which a�ect the analytical performance

negatively. To tackle these issues, the concept of spacedk-mers (113) is introduced, which

refers to a set of non-contiguous substrings of lengthk and is known asg-mers.

2.2 Neural Network (NN)-based Methods

The NN-based methods have shown promising results in various biological data analysis

tasks, including protein sequence analysis (127). Convolutional neural networks (CNNs)

have been used to predict protein structure and function from amino acid sequences (16).
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Auto Encoder and Wasserstein Distance Guided Representation Learning (WDGRL) are

other neural network-based approaches that are used to get the numerical features of the bio-

sequence data. Auto Encoder (135) allows the autoencoder architecture where the encoder

module is optimized to get the embeddings. The encoder performs a non-linear transfor-

mation of data from space X to a low-dimensional numerical feature space Z. The WDGRL

(112) optimizes the Wasserstein distance (WD) between the source and target distributions

to extract the numerical features.

2.3 Large Language-based Models

Large language models in sequence analysis refer to powerful natural language processing

(NLP) models that are capable of processing and understanding sequential data, such as

biological sequences (139; 34). These models are based on transformer architectures and have

been pre-trained on a vast amount of protein sequence data (74). A Universal Representation

of Amino Acid Sequences (UniRep) is a method for embedding protein sequences using an

RNN architecture (11). Two other pre-trained embedding methods are SeqVec (Sequence-

to-Vector) and Protein Bert. Seqveq uses a language model, known as ELMO (Embeddings

from Language Models) (106), to obtain the feature vectors of protein sequences. This model

is trained using unlabeled data from UniRef50 and it generates embeddings depending on

the context of the word. The Protein Bert (18) employs a pre-trained language model to

perform the classi�cation of protein sequences. This model has introduced novel architectural

elements to deal with long protein sequences e�ciently. It captures both global and local
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representations within protein sequences. This end-to-end technique is using the transformer

to do classi�cation by taking the protein sequences as input.

2.4 Kernel-based Methods

Kernel-based sequence embedding generation methods refer to techniques that use kernel

functions to transform sequences into �xed-length numerical representations. These methods

leverage the properties of kernels, which measure the similarity or dissimilarity between pairs

of sequences, to capture the underlying patterns and structures within the sequences. One

example of a kernel-based sequence embedding generation method is the string kernel (39).

The string kernel measures the similarity between two strings by counting the number of

common substrings they share. By applying the string kernel to a set of sequences, a matrix

is constructed that represents the similarity between each pair of sequences.
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CHAPTER 3

METHOD

This research study focuses on pushing the boundaries of clustering and classi�cation tech-

niques in the domains of SARS-CoV-2 and TCR protein sequences. By leveraging the power

of advanced embedding generation methods, we seek to enhance the accuracy and e�ciency

of our analyses, ultimately leading to a deeper understanding of viral evolution and immune

responses in the context of diseases. The outcomes of this study have the potential to impact

public health, disease management, and therapeutic interventions.

3.1 SARS-CoV-2 Feature Vectors Generation Methods

Di�erent methods have been devised to generate numerical features from the SARS-CoV-2

sequences. These feature vectors are subsequently employed by machine learning (ML) and

Deep Learning (DL) models to carry out clustering and classi�cation of the sequences. These

methods are as follows:

3.1.1 Low Dimensional Representation and Feature Selection

In this section, we discuss our approach for generating feature vectors for spike sequences of

SARS-CoV-2. Given a spike sequence, the �rst step is to compute all possiblek-mers. The

total number of k-mers that we can generate for a spike sequence is described asN � k + 1

where N is the length of the spike sequence (N = 1274 for our dataset) and the variable

k is a user-de�ned parameter. Since most of the ML/DL models work with a �xed-length

feature vector representation, we convert thek-mers information into the vectors. For this
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purpose, we generate a feature vector �k for a given spike sequencea (i:e:, � k(a)). Given an

alphabet � (characters representing amino acids in the spike sequence), the length of �k(a)

will be equal to the number of possiblek-mers ofa. More formally, � k(a) = j� jk . Since we

have 21 unique characters in `S (namely ACDEFGHIKLMNPQRSTVWXY), the length of

each frequency vector is 213 = 9261.

Considering the dimensionality of data that is high after getting the �xed length feature

vector representation, we apply di�erent supervised and unsupervised methods to obtain a

low dimensional representation of data to avoid the problem of the curse of dimensionality (4;

3). Each of the methods for obtaining a low dimensional representation of data is discussed

below:

ˆ Random Fourier Features: The �rst method that we use is an approximate kernel

method called Random Fourier Features (RFF) (99). It is an unsupervised approach,

which maps the input data to a randomized low-dimensional feature space (euclidean

inner product space) to get an approximate representation of data in lower dimensions

D from the original dimensionsd. More formally, z : Rd ! RD . In this way, we

approximate the inner product between a pair of transformed points. More formally,

f (x; y) = h� (x); � (y)i � z(x)0z(y) where z is low dimensional (unlike the lifting � ).

Now, z acts as the approximate low-dimensional embedding for the original data. We

can usez as an input for di�erent ML tasks like clustering and classi�cation.

ˆ Least Absolute Shrinkage and Selection Operator (Lasso) Regression: Lasso regression

is a supervised method that can be used for e�cient feature selection. It is a type of
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regularized linear regression variant. It is a speci�c case of the penalized least squares

regression with anL1 penalty function. By combining the good qualities of ridge

regression (52; 82) and subset selection, Lasso can improve both model interpretability,

and prediction accuracy (88). Lasso regression tries to minimize the following objective

function: min (Sum of square residuals +� � j slopej) where � � j slopej is the penalty

term. In Lasso regression, we take the absolute value of the slope in the penalty term

rather than the square (as in ridge regression (82)). This helps to reduce the slope of

useless variables exactly equal to zero.

ˆ Boruta: The last feature selection method that we are using is Boruta. It is a super-

vised method that is made all around the random forest (RF) classi�cation algorithm.

It works by creating shadow features so that the features do not compete among them-

selves, but rather they compete with a randomized version of them (63). It captures

the non-linear relationships and interactions using the RF algorithm. It then extracts

the importance of each feature (corresponding to the class label) and only keeps the

features that are above a speci�c threshold of importance. The threshold is de�ned as

the highest feature importance recorded among the shadow features.

3.1.2 ViralVectors

First, we generatek-mers from viral sequences. However, a major problem with thek-

mers-based approach is that for long sequences, there can be a large number ofk-mers

that are common to all sequences (133). Supporting suchk-mers in the frequency vector

does not contribute much towards the predictive capability of the downstream classi�cation
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algorithms, while, at the same time, these \redundant"k-mers contribute heavily to the

runtime. This is because, for eachk-mer, we need to �nd the location (also called bin) in the

frequency vector that is associated with it. This bin searching can take as much time as the

length of the frequency vector in the worst case (e.g., when the bin for ak-mer is the last

one in the frequency vector). Performing the bin search operation for suchk-mers that are

common to all (or most) of the sequences may not be an e�cient approach. This hints at the

need to have more compact numerical feature vector representations of the amino acids that

not only preserve the quality of the downstream predictions but also reduce the runtime of

this bin-searching.

ViralVectors is a compact feature vector generation that resolves some of the problems

mentioned above by using the notion ofminimizer (104). For a givenk-mer, a minimizer

is an m-mer (m < k ) that is lexicographically smallest both in forward and reverse order

of the k-mer. Instead of storing thek-mers themselves, ViralVectors stores the minimizers

from thesek-mers, as in Figure 3.1. Sincem < k , we are ignoring most of the amino acids in

the k-mers and only preserving a fraction of them-mers, which saves time on bin searching.

See Algorithm 1 for the pseudocode of this minimizer generation. Here, it considers a

sequences and computes the �rst k-mer, then slides a window over thatk-mer to �nd the

set of m-mers. Next, it will compare all them-mers in the set from the �rst k-mer to �nd

the minimum lexicographical (in forward and reverse order)m-mer and will save that in the

set of minimizers (else clause starting on line 15). In the next iterations when the algorithm

is producing them-mers out of eachk-mers it only needs to compare the minimumm-mer



15

from the last iteration to the last produced m-mer of eachk-mer. If it was smaller than

the current minimum m-mer, it will add to the minimizers set otherwise it will continue (if

the clause starts on line 7). Note that this else clause starting on line 15 is invoked in two

cases: (1) when the algorithm is on its �rst iteration (idx = 0), and (2) when the current

minimizer is at the front of the queue (idx = 1). Because this else clause does not get called

too often on average, in the average case, the complexity of computing minimizers with this

algorithm is O(jsj), even though the worst case isO(k � jsj), as mentioned in (69). One

can verify that the minimizers of Figure 3.1 are produced by Algorithm 1. To compute the

minimizers from long reads, we use ak = 9 and an m = 3 (selected using standard validation

set approach (32)).

Figure 3.1 Example ofk-mers (k = 10) and minimizers (m = 3) of the amino acid sequence
\MDPEGRKMLSVBSLRDSY". For a given k-mer, its minimizer is the m-mer that is lexi-
cographically minimum among forward and reverse (sorted) order of allm-mers within this
k-mer.

After generating the minimizers for each sequence, we generate the numerical feature
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Algorithm 1 Minimizer Computation
1: Input: Sequences and integers k and m
2: Output: Set of minimizers
3: function ComputeMinimizer (s, k, m)
4: minimizers = ;
5: queue = [] . maintain queue of all m-mers in current window of size k
6: idx = 0 . index in queue of the current minimizer
7: for i from 1 to jsj � k + 1 do
8: kmer = s[i : i + k] . current window of size k
9: if idx > 1 then

10: queue.dequeue . discard m-mer from the front
11: mmer = s[i + k � m : i + k] . new m-mer to add
12: idx  idx � 1 . shift index of current minimizer
13: mmer = min(mmer, reverse(mmer)) . lexicographically smallest forward/reverse
14: queue.enqueue(mmer) . add new m-mer to the back
15: if mmer < queue[idx] then
16: idx = k � m . check/update minimizer with new m-mer
17: end if
18: else
19: queue = [] . reset the queue, start from scratch
20: idx = 0
21: for j from 1 to k � m + 1 do
22: mmer = kmer[ j : j + m] . compute each m-mer
23: mmer = min(mmer, reverse(mmer))
24: queue.enqueue(mmer)
25: if mmer < queue[idx] then
26: idx = j . keep track of (index of) current minimizer
27: end if
28: end for
29: end if
30: minimizers  minimizers [ queue[idx] . add current minimizer
31: end for
32: Return minimizers
33: end function

vector representation (e.g., ViralVectors) that contains the frequency/count of the minimizers

within each sequence. The length of the feature vectors for the minimizer is the same as

with k-mers. The pseudocode to generate the frequency vector is given in Algorithm 2.

Algorithm 2 Computation of ViralVectors
1: Input: Set M of (m-mer) minimizers on alphabet �
2: Output: ViralVectors-based embedding V
3: function ComputeFrequencyVector (M ; m; �)
4: combos = GenerateAllCombinations(�)
5: V = [0] * j� jm . Total length of (zero) vector
6: for i from 1 to jM j do
7: idx = combos.index( M [i]) . Find index of i th minimizer
8: V [idx]  V [idx] + 1 . Increment bin by 1
9: end for

10: return V . Return the computed ViralVectors-based embedding
11: end function

Traditional machine learning-based models, such as Support Vector Machine (SVM) and
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Naive Bayes are proven to perform e�ciently on smaller data (9; 64). However, they are

not very scalable on millions of sequences (6). For this purpose, it is required to reduce

the dimensions of the ViralVectors (minimizers-based feature vector) andk-mers based fre-

quency vectors so that the overall model is scalable on \Big Data". Traditional methods for

dimensionality reduction, such as principal component analysis, ridge regression, lasso re-

gression, etc., are very expensive in terms of runtime and are not scalable on bigger datasets.

Therefore, the scalability of machine learning algorithms is a major issue that we can face

in real-world scenarios.

To deal with the scalability issue, one option is to use kernel-based algorithms that

compute a gram matrix (similarity matrix) which can later be used as an input for kernel-

based classi�ers such as SVM. However, using the exact algorithm to compute the pair-wise

distance between sequences can be very expensive. To make the kernels faster, we can use

the so-called kernel trick.

[Kernel Trick] It is used to generate features for an algorithm that depends on the inner

product between only the pairs of input vectors. It avoids the need to map the input data

(explicitly) to a high-dimensional feature space.

The Kernel Trick depends on the following statement:Any positive de�nite function

f(x,y), where x; y 2 Rd, de�nes a lifting � and an inner product. This is done to quickly

compute the inner product between the lifted data points(99). More formally: h� (x); � (y)i =

f (x; y). The major problem with the kernel approach is that in the case of large training data,

it su�ers from large initial computational and storage costs. To deal with this drawback,
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we are using an approximate algorithm called Random Fourier Features (RFF) (99) in this

paper. The RFF maps the input data to a low-dimensional (randomized) feature space

(Euclidean inner product space). More formally:a : Rd ! RD . In this way, we approximate

the inner product between a pair of transformed points. More formally:

f (x; y) = h� (x); � (y)i � a(x)0a(y) (3.1)

In Equation (3.1), a is the low dimensional representation (unlike the lifting� ). In this

way, we can transform the original feature vectors witha that acts as the approximate

low-dimensional representation for the original feature vector. This low-dimensional feature

embedding can be used as an input for classi�cation, clustering, and regression tasks. Note

that we apply RFF on both k-mers and ViralVectors-based embeddings to make them scal-

able for multi-million sequences data. The dimensions of the approximate representation

(from RFF) are taken as 500 (decided using standard validation set approach (32)).

3.2 TCR Sequences Feature Vectors Generation Methods

3.2.1 PseAAC2Vec Embedding Generation

3.2.1.1 Pseudo-Amino Acid Composition

Pseudo-amino acid composition (PseAAC) is a method used to represent protein sequences

by considering not only the frequency of each amino acid but also various physicochemical

properties associated with them (24). It provides a more comprehensive and informative rep-

resentation of protein sequences compared to the traditional amino acid composition (105).
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In PseAAC2Vec, each amino acid is represented by a set of numerical values that describe

its di�erent characteristics, such as hydrophobicity, polarity, charge, molecular weight, and

solvent accessibility (121). Next, we will explore each of these features individually.

ˆ Hydrophobicity: Hydrophobicity in TCR sequences refers to the propensity of cer-

tain amino acid residues within the TCR to be hydrophobic or water-repellent (25).

The hydrophobicity property can be quantitatively represented using a physicochem-

ical scale that assigns numerical values to each amino acid based on its hydrophobic

nature, see Table 3.1. The representation of the hydrophobicity score for a sequence

is not simply based on the summation of individual amino acid hydrophobicity scores.

Instead, we employ a window size of 3 for hydrophobicity calculation. This method

involves the movement of a window of size 3 along the protein sequence, comput-

ing hydrophobicity within that window. Additionally, we utilize the Kyte-Doolittle

scale (65), which assigns hydrophobicity values to amino acids, considering the speci�c

hydrophobicity values associated with each amino acid within the sliding window. Let

H be the hydrophobicity value of an amino acid. Given a protein sequenceS of length

L, the hydrophobicity scoreH (S) of the sequence can be calculated as the sum of

hydrophobicity values for each amino acid in the sequence:

H (S) =
LX

i =1

H (S[i ]) (3.2)

ˆ Polarity: Polarity in TCR sequences refers to the distribution of polar and nonpolar
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amino acid residues within the TCR chains, speci�cally in the variable regions that

participate in antigen recognition (25).

ˆ Charge: Charge in TCR sequences refers to the distribution of charged amino acid

residues within the TCR chains, particularly in the variable regions that participate in

antigen recognition (103).

ˆ Molecular weight: Molecular weight in TCR sequences refers to the sum of the

atomic weights of all the amino acid residues that make up the TCR protein. It is

a measure of the mass of the TCR molecule (86). The molecular weight ofN amino

acids can be calculated by:

Molecular weight =
NX

i =1

M i (3.3)

ˆ Solvent accessibility: It refers to the degree to which speci�c amino acid residues

within the TCR are exposed or accessible to the surrounding solvent, typically wa-

ter (140).

Hydrophobicity, polarity, charge, molecular weight, and solvent accessibility of TCR se-

quences are all relevant in cancer classi�cation. They provide insights into TCR struc-

ture, function, antigen recognition capabilities, and potential antigen recognition sites, con-

tributing to the development of targeted immunotherapies and personalized cancer treat-

ments (114; 129; 10).

The pseudocode presented in Algorithm 3 outlines the implemented method. It generates

separate feature vectors for each amino acid in a sequence based on physicochemical proper-
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Table 3.1 Hydrophobicity and Polarity property of 21 di�erent amino acids.

Hydrophobicity Polarity
Amino Acid Weight Amino Acid Weight Amino Acid Weight Amino Acid Weight

A 1.8 N -3.5 A 8.1 N 11.6
C 2.5 P -1.6 C 5.5 P 8.0
D -3.5 Q -3.5 D 13.0 Q 10.5
E -3.5 R -4.5 E 12.3 R 10.5
F 2.8 S -0.8 F 5.2 S 9.2
G -0.4 T -0.7 G 9.0 T 8.6
H -3.2 V 4.2 H 10.4 V 5.9
I 4.5 W -0.9 I 5.2 W 5.4
K -3.9 X 0.0 K 11.3 X 0.0
L 3.8 Y -1.3 L 4.9 Y 6.2
M 1.9 - - M 5.7 - -

ties. The algorithm initializes the window size and creates an empty list called FinalVectors.

The window size is a tunable hyperparameter determined through the standard validation

set approach, we assessed the performance of di�erent window sizes and selected the one that

yields the best results. Using window size helps us to evaluate the local variations of physic-

ochemical properties in each sequence. Given that we are encoding short sequences in this

context, a window size of 3 is the suitable choice for us. Next, the algorithm iterates over each

protein sequence, calculating the PseAAC2Vec feature vector by assigning physicochemical

property values. Lines 18 to 28 extend the feature vector by concatenating physicochemical

property values within a speci�ed window size. It initializes an array,ExV ec, and assigns

property values to positions within the window. Line 29 assigns PseAAC2Vec values to the

extended feature vector, which is then 
attened into a 1D vector. This vector is appended

to the Final Vectors list in lines 31 and 32. The 
owchart outlining the comprehensive pro-

cess of embedding generation is displayed in Figure 3.2. Initially, a TCR protein sequence

associated with Melanoma cancer is introduced (Figure 3.2 (a)). The physicochemical prop-
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Algorithm 3 PseAAC2Vec Protein Encoding
1: Input: TCR Sequences S
2: Output: PseAAC2Vec Embedding
3: procedure PseAAC2Vec (S)
4: PP  Dictionary of physicochemical properties
5: window size  3 . Hyperparameter, tunned using validation set
6: Final Vectors  []
7: for seqs in range(len( S)) do
8: protein sequence S[seqs]
9: SeqLen  length (protein sequence)

10: PL  length (physicochemical properties )
11: VecLen  PL � window size
12: PseAAC2Vec feature vector  zeros (SeqLen; PL )
13: P P  physicochemical properties:values ()
14: for i in range(SeqLen) do
15: for k; PEncode in enumerate(PP) do
16: AA  protein sequence[i]
17: PseAAC2Vec feature vector [i; k ]  PEncode[AA ]
18: end for
19: end for
20: ExVec  zeros (SeqLen; VecLen + PL )
21: for i in range(SeqLen) do
22: for j in range(window size) do
23: if i - j � 0 then
24: AA  protein sequence[i - j]
25: for k; P Ninenumerate (P P:keys()) do
26: P Encode = P P [P N ]
27: ExVec[i; j � P L + k] = P Encode[AA ]
28: end for
29: end if
30: end for
31: ExVec[i; VecLen :]  PseAAC2Vec feature vector [i ]
32: end for
33: 
attened feature vector  Flatten ExVec
34: Final Vectors.append(
attened feature vector)
35: end for

return PseAAC2VecEmbedding
36: end procedure

erties, including hydrophobicity, polarity, charge, molecular weight, and solvent accessibility

for each amino acid, are visualized in (Figure 3.2 (b)). Subsequently, Pseudo Amino Acid

Composition (PseAAC) values for each amino acid in the protein sequence are computed

(Figure 3.2 (c)), and these values are stored in a feature vector. The feature vector is then

expanded to include PseAAC values by traversing the protein sequence. For each amino

acid, it calculates the physicochemical properties of the current and preceding amino acids

within the de�ned window size (Figure 3.2 (d)). Finally, the extended feature vector 
attens

into a 1D vector, as depicted in Figure 3.2 (e). This vector encapsulates the physicochemical
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properties of the protein sequence and can be employed for classi�cation purposes.

Figure 3.2 Overall process for generating a feature embedding of a TCR protein sequence
associated with Melanoma cancer using PseAAC2Vec embeddings.

3.2.2 Sparse Coding Embedding Generation

Sparse coding is a machine-learning approach that has been used for generating feature

representations for protein sequences. In sparse coding, the goal is to represent the input

data (in this case, protein sequences) as a sparse linear combination of basis vectors. The

basis vectors are learned from the data and are designed to capture the most important

features of the input data. We combine the idea of sparse coding with the power ofk-mers

to design an e�cient embedding representation for the protein sequences. We also use domain

knowledge to improve the information richness of the �nal embeddings. In this section, we

start by describing the domain knowledge related to di�erent cancers and how we are using

them in our embeddings. We then discuss the algorithm followed by a 
ow-chart-based
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discussion of the whole pipeline.

3.2.2.1 Incorporating Domain Knowledge

In this section, we give some examples of the additional property values for the four cancers

we mentioned. There are many factors that can increase the risk of developing cancer

including Human leukocyte antigen (HLA) types, gene mutations, clinical characteristics,

immunological features, and epigenetic modi�cations.

ˆ HLA types: HLA genes are a group of genes that encode proteins on the surface of

cells. These proteins are responsible for presenting antigens, which are small molecules

derived from pathogens or other foreign substances, to immune cells called T cells (30).

In the case of cancer, mutations in HLA genes can lead to changes in the presentation

of antigens to T cells. This can result in the immune system failing to recognize and

eliminate cancer cells, which can then grow and spread unchecked (109).

ˆ Gene mutations: In addition to HLA types, mutations in other genes can also con-

tribute to the development and progression of cancer. For example, mutations in the

tumor suppressor genes TP53 and BRCA1/2 are associated with an increased risk of

several types of cancer, including breast, ovarian, and colorectal cancer (95) (89) (125).

ˆ Clinical characteristics: Clinical characteristics such as age, gender, and family

history can impact a person's risk of developing cancer (102). For example, certain

types of cancer are more common in older individuals, while others are more common
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in younger people. Additionally, some types of cancer may be more prevalent in one

gender over another. Furthermore, family history can play a role in cancer risk (67).

ˆ Immunological features: Another important factor that can a�ect cancer outcomes

is the immune system. Immune cells play a critical role in identifying and eliminating

cancer cells (31). In some cases, however, cancer cells may evade the immune system's

surveillance and continue to grow and spread. The presence and activity of immune

cells within tumors can impact cancer progression and response to treatment (45).

ˆ Epigenetic modi�cations: Epigenetic modi�cations are another cancer factor, in-

cluding DNA methylation, which plays an important role in the development and

progression of cancer (60). DNA methylation is a process by which a methyl group is

added to the cytosine base of DNA, typically at cytosines followed by guanine residues

(CpG) sites, resulting in gene silencing or altered gene expression (76).

The code in Algorithm 4 de�nes a functionGenerateKmers that takes in a sequences 2 S

and an integer k and generates all possiblek-mers of length k from the input sequence. The

total number of k-mers, that can be generated for any sequence s of lengthn is the following:

Total k-mers = n � k + 1 (3.4)

For ease of understanding, we use Python-like pseudocode in both Algorithm 4 and Algo-

rithm 5. The pseudocode to compute sparse coding +k-mers-based embedding is given in

Algorithm 5. This algorithm takes a set of sequencesS = f s1; s2; : : : ; Ng and k, whereN is

the number of sequences andk is the length ofk-mers. The algorithm computed the sparse



26

Algorithm 4 GenerateKmers
1: Input: Sequences, length k of k-mers
2: Output: Set of k-mers
3: kmers  [] . Generate all possible k-mers of length k
4: for i  0 to len( s) � k + 1 do
5: kmers .append(s[i : i + k])
6: end for
7: Return kmers

embedding by iterating over all sequences and computing the set ofk-mers for each sequence.

Then it iterates over all the k-mers, computes the one-hot encoding (OHE) based represen-

tation for each amino acid within ak-mer, and concatenates it with the OHE embeddings

of other amino acids within thek-mer. Finally, the OHE embeddings for allk-mers within a

sequence are concatenated to get the �nal sparse coding-based representation. To avoid the

curse of dimensionality, we used Lasso regression as a dimensionality reduction technique

(100). The objective function, which we used in lasso regression is the following:

min(Sum of square residuals +� � j slopej) (3.5)

In the above equation, the� � j slopej is referred to as the penalty terms, which reduces the

slope of insigni�cant features to zero. For experiments, we usek = 4, which is decided using

the standard validation set approach. The same process repeated while we considered domain

knowledge about cancer properties like HLA types, gene mutations, clinical characteristics,

immunological features, and epigenetic modi�cations. That is, for each property, we generate

a one-hot encoding-based representation, where the length of the vector equals the total

number of possible property values. All OHE representations of the property values are

concatenated in the end to get �nal representations for all properties that we consider from

domain knowledge.
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Algorithm 5 Sparse Coding Algorithm
1: Input: Set of sequencesS, length k of k-mers
2: Output: SparseEmbedding
3: totV alues  21 . Number of unique amino acid characters
4: f inal sparse embedding  []
5: for i  0 to jSj do
6: seq  S[i ]
7: kmers  GenerateKmers( seq; k) . Generate set of k-mers
8: encoded kmers  []
9: for each kmer in kmers do

10: encodedV ec np:zeros(totValues k ) . 213 = 9261-dimensional vector
11: for i; aa in enumerate( kmer ) do
12: pos  i � totValues k � i � 1

13: encodedV ec[pos : pos + totValues]  OneHotEncoding( aa)
14: end for
15: encoded kmers .append(np.array( encodedV ec):
atten())
16: end for
17: f inal sparse embedding.append(np.array( encoded kmers ):
atten())
18: end for
19: SparseEmbedding  LassoRegression(f inal sparse embedding) . Dimensionality reduction
20: Return SparseEmbedding

The resultant embeddings from Sparse coding (from Algorithm 5) and domain knowledge

are concatenated in the end to get the �nal embedding. These embeddings are used to train

machine-learning models for supervised analysis

Figure 3.3 shows the 
owchart overall embedding generation process. Initially, a TCR

protein sequence associated with colorectal cancer is provided (Figure 3.3 (1-a)), To preserve

the ordering information of the sequence,k-mers are generated for the sequence, as shown in

(Figure 3.3 (1-b)). Subsequently, one-hot encoding (OHE) based representation is computed

for each amino acid in each generatedk-mer. The resulting one-hot encodings for eachk-mer

are combined together, as shown in Figure 3.3 (1-c to 1-d). Finally, the one-hot encoding

vectors of all generatedk-mers are merged to create a �nal embedding vector (Figure 3.3 (1-

e). To avoid over�tting, Lasso regression is utilized as a dimensionality reduction technique,

and the �nal merged one-hot vectors are passed through this method to generate �nal sparse

coding-based representation, as shown in Figure 3.3 g. In parallel, the properties of colorectal



28

cancer, such as HLA types and gene mutations, are taken into consideration. For each factor

in each category of colorectal cancer properties, a one-hot encoding vector is generated (in

Figure 3.3 2-a) two categories of cancer properties showed, but we considered all �ve di�erent

cancer properties). All the one-hot encoding vectors for the factors in each category of cancer

properties are combined to create a single vector. Finally, the one-hot encoding vectors for

all the cancer properties are merged to create the �nal embedding vectors, as depicted in

Figure 3.3 (2-a to g). The resulting �nal embedding vectors are utilized as inputs to the

classi�cation methods to detect the related cancer type. This process is repeated for all other

cancer types.

Figure 3.3 Flowchart of TCR sequence analysis



29

CHAPTER 4

RESULTS & DISCUSSION

This chapter emphasizes the clustering and classi�cation performance achieved by the im-

plemented methods and provides a comparative analysis with their respective baselines. It

also represents the contingency tables for variants versus clusters for di�erent clustering ap-

proaches. To explore potential natural clustering in each dataset, we utilize t-distributed

stochastic neighbor embedding (t-SNE) (123). Furthermore, the statistical analysis for each

method is presented here.

4.1 Clustering and Classi�cation Results

4.1.1 SARS-CoV-2 Sequences

4.1.1.1 Clustering Results Using Low Dimensional Representation and Feature Selection
Methods

We report the results for all clustering approaches without and with feature selection meth-

ods. We use the weighted F1 score to compute the goodness of clustering. Since we do

not have labels available for clusters, we label each cluster using the variant that has most

of its sequences in that cluster (e.g., we give the label `Alpha' to that cluster if most of

the sequences belong to the Alpha variant). Now, we calculate the F1 score (weighted) for

each cluster individually using these given labels. For di�erent methods, the weighted F1

scores are provided in Table 4.1. Note that we did not mention the F1 scores for HDBSCAN

since it is an overlapping clustering approach. From the results, we can observe that Lasso

regression is more consistent as compared to Boruta to e�ciently cluster all variants. One
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interesting pattern we can observe is the pure clusters of some variants in the case of RFF.

It shows that RFF is able to cluster some variants very e�ciently. However, it fails to gen-

eralize over all variants. In terms of di�erent clustering methods,k-means andk-modes are

performing better and are able to generalize more on all variants as compared to the other

clustering methods. Also, the results of other clustering validation metrics of Table 4.23 (Sil-

houette Coe�cient score, Calinski-Harabasz index score, and Davies-Bouldin index) signify

that for k-mers feature vectors and without using any feature selection methods, the Fuzzy

clustering method has acceptable results which is a high Silhouette Coe�cient score, high

Calinski-Harabasz index score and low Davies-Bouldin score but higher running time (bold

rows in Table 4.23). Also, interestingly, usingk-mers and applying the Fuzzy clustering

method with the Boruta feature selection method give us even better results in terms of

three di�erent metrics and running time. Other acceptable performances that validate the

e�ectiveness of usingk-mers and feature selection methods regarding clustering quality and

running time are related to the combination ofk-means clustering and Lasso feature selec-

tion method and Fuzzy clustering and RFF feature selection method. Also, we can see there

is a trade-o� between the quality of clustering and run-time betweenk-means and Fuzzy

clustering methods. In addition, comparing the results of usingk-mers with the results of

using One Hot embedding feature vectors shows that thek-means and Lasso feature selec-

tion method has a high Silhouette Coe�cient score, high Calinski-Harabasz index score and

low Davies-Bouldin score, and lowest run-time. But, in general, the improvement in quality

of clustering and run-times are observable when we compare using One Hot encoding and
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k-mers, same metrics fork-means clustering and Lasso feature selection method and other

di�erent clustering methods given in Table 4.23.

Table 4.1 Variant-wise F1 (weighted) score with Mean, Standard Deviation (S.D), and Run-
time for di�erent clustering methods with number of clusters = 5.

F1 Score (Weighted) for Di�erent Variants
Embed. Algorithm Alpha Beta Delta Gamma Epsilon Mean S.D Runtime (Sec.)

OHE

K-means 0.36 0.05 0.70 0.46 0.68 0.45 0.27 553.95
K-means + Boruta 0.62 0.05 0.84 0.98 0.69 0.64 0.36 20.01
K-means + Lasso 0.50 0.05 0.70 0.69 0.68 0.52 0.28 61.78
K-means + RFF 0.98 0.0 0.29 0.99 0.99 0.65 0.47 28.02
K-modes 0.98 0.01 0.99 0.98 0.90 0.77 0.43 198926.91
K-modes + Boruta 0.99 0.01 0.80 0.98 0.77 0.71 0.40 6646.35
K-modes + Lasso 0.98 0.05 0.56 0.98 0.75 0.66 0.39 36435.04
K-modes + RFF 0.99 0.0 0.23 0.99 0.99 0.64 0.49 1370.85
Fuzzy 0.96 0.01 0.68 0.98 0.80 0.69 0.40 29193.81
Fuzzy + Boruta 0.60 0.26 0.61 0.98 0.68 0.63 0.26 664.19
Fuzzy + Lasso 0.96 0.01 0.74 0.98 0.80 0.70 0.40 3958.60
Fuzzy + RFF 0.44 0.0 0.0 1.00 1.00 0.49 0.50 395.95
Hierarchical 0.55 0.04 0.69 0.70 0.68 0.53 0.28 106092.34
Hierarchical + Boruta 0.59 0.25 0.60 0.99 0.67 0.62 0.26 2761.91
Hierarchical + Lasso 0.55 0.04 0.19 0.70 0.56 0.41 0.28 8650.66
Hierarchical + RFF 0.98 0.00 0.29 0.98 0.98 0.65 0.47 2542.87

k-mers

K-means 0.4 0.15 0.61 0.69 0.44 0.45 0.21 66.43
K-means + Boruta 0.42 0.10 0.61 0.69 0.65 0.50 0.24 15.77
K-means + Lasso 0.99 0.007 0.84 0.99 0.77 0.72 0.41 9.56
K-means + RFF 1.00 0.0 0.28 1.00 1.00 0.66 0.48 8.65
K-modes 0.99 0.005 0.87 0.99 0.77 0.73 0.42 17580.25
K-modes + Boruta 0.99 0.31 0.86 0.99 0.85 0.81 0.28 2965.03
K-modes + Lasso 0.99 0.17 0.99 0.99 0.07 0.63 0.47 784.20
K-modes + RFF 1.00 0.00 0.0 0.61 1.00 0.52 0.50 794.56
Fuzzy 0.35 0.10 0.61 0.69 0.44 0.44 0.23 2358.84
Fuzzy + Boruta 0.36 0.15 0.61 0.69 0.44 0.45 0.21 230.17
Fuzzy + Lasso 0.99 0.31 0.65 0.99 0.82 0.76 0.29 94.36
Fuzzy + RFF 0.44 0.0 0.0 1.00 0.0 0.29 0.44 460.82
Hierarchical 0.32 0.10 0.58 0.70 0.46 0.43 0.23 9934.57
Hierarchical + Boruta 0.36 0.14 0.63 0.68 0.46 0.45 0.22 1908.75
Hierarchical + Lasso 0.99 0.58 0.58 0.99 0.83 0.80 0.21 713.07
Hierarchical + RFF 1.00 0.00 0.28 1.00 1.00 0.66 0.48 1120.14

Runtime Comparison: After applying di�erent clustering methods and feature selec-

tion algorithms on the spike sequences, we observe thatk-means andk-modes are performing

better than the other clustering methods in terms of weighted F1 score andk-means and

Fuzzy in terms of other clustering quality metrics. However, it is also important to study

the e�ect of runtime for these clustering approaches so that we can evaluate the trade-o�

between the F1 score and the runtime. For this purpose, we compute the runtime of di�erent

clustering algorithms for both One Hot embedding andkmer feature vectors without and
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Table 4.2 Clustering quality metrics for di�erent clustering methods with the number of
clusters = 5. The best values are shown in bold.

Di�erent metrics for Di�erent Variants
Embedding Algorithm Silhouette

Coe�cient
Calinski-Harabasz
Score

Davies-Bouldin
Score

Runtime
(Sec.)

OHE

K-means 0.48 13089.36 1.38 553.95
K-means + Boruta 0.34 17478.82 1.4 20.01
K-means +Lasso 0.48 13112.61 1.38 61.78
K-means + RFF 0.25 4855.80 2.04 28.02
K-modes 0.26 6626.82 2.59 198926.91
K-modes + Boruta 0.33 13146.09 1.89 6646.35
K-modes + Lasso 0.28 9596.01 1.92 36435.04
K-modes + RFF -0.15 1389.75 1.07 1370.85
Fuzzy 0.27 8821.95 2.13 29193.81
Fuzzy + Boruta 0.33 13397.80 1.89 664.19
Fuzzy + Lasso 0.26 8663.69 2.17 3958.60
Fuzzy + RFF 0.19 12069.50 1.09 395.95
Hierarchical 0.44 10516.02 1.84 106092.34
Hierarchical + Boruta 0.32 13324.79 1.60 2761.91
Hierarchical + Lasso 0.42 10529.10 1.61 8650.66
Hierarchical + RFF 0.26 5010.25 1.00 2542.87

k-mers

K-means 0.75 329866.74 0.45 66.43
K-means + Boruta 0.76 342083.63 0.43 15.77
K-means + Lasso 0.42 17269.34 1.52 9.56
K-means + RFF 0.25 5251.93 1.55 8.65
K-modes 0.05 10257.1 7.11 17580.25
K-modes + Boruta 0.07 12058.15 6.52 2965.03
K-modes + Lasso 0.42 15704.43 1.54 784.20
K-modes + RFF -0.15 1366.91 1.07 794.56
Fuzzy 0.75 329410.74 0.44 2358.84
Fuzzy + Boruta 0.76 341678.01 0.43 230.17
Fuzzy + Lasso 0.41 15010.79 2.58 94.36
Fuzzy + RFF 0.19 13293.96 0.99 460.82
Hierarchical 0.72 284726.92 0.47 9934.57
Hierarchical + Boruta 0.73 280129.56 0.42 1908.75
Hierarchical + Lasso 0.41 15218.95 2.03 713.07
Hierarchical + RFF 0.26 5258.43 1.00 1120.14

with feature selection methods. Figure 4.1 shows the runtime for all �ve clustering methods

without applying any feature selection on the data. We can observe that applyingk-modes

is very expensive in terms of runtime andk-means takes the least amount of time to execute.

Similar behavior is observed in Figure 4.2, Figure 4.3, and Figure 4.4 for RFF, Boruta, and

Lasso regression, respectively. This behavior shows that althoughk-modes and Fuzzy are

performing better in terms of F1 score and clustering quality metrics,k-mode is an outlier

in terms of runtime and Fuzzy is more expensive thank-means. This behavior also shows
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the e�ectiveness of thek-means algorithm in terms of F1 score, clustering quality metrics,

and also in terms of runtime.

Figure 4.1 Running time for di�erent clustering methods (No feature selection method). X-
axis shows number of clusters.

Figure 4.2 Running time for di�erent clustering methods (Random Fourier Transform Feature
Selection). X-axis shows number of clusters.

Contingency Tables After evaluating the clustering methods using di�erent metrics,

we compute the contingency tables for variants versus clusters for di�erent clustering ap-

proaches. The contingency tables for di�erent clustering methods and feature selection

approaches (usingk-mers and One Hot embedding) is given in Table 4.3 to Tables 4.18. In

Table 4.3 we can observe thatk-modes without applying any feature selection is outper-

forming k-means and also the other two clustering algorithms from Table 4.5. In Table 4.7
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Figure 4.3 Running time for di�erent clustering methods (Boruta Feature Selection). X-axis
shows number of clusters.

Figure 4.4 Running time for di�erent clustering methods (Lasso Feature Selection). X-axis
shows number of clusters.

and Table 4.9, we can observe that RFF is giving pure clusters for some of the variants but

performing poor on the other variants. Lasso regression in Table 4.11 and Table 4.13, we can

observe that clusters started to become pure immediately when we apply lasso regression.

This shows the e�ectiveness of this feature selection method for the clustering of spike se-

quences. Similarly, in Table 4.15 and Table 4.17, we can see that Boruta is not giving many

pure clusters (apart fromk-modes). This shows that Boruta fails to generalize over di�erent

clustering approaches and di�erent variants. Comparing these results of contingency tables

for k-mers with the results of One Hot embedding, improvement of k-mers results are obvious
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in terms of purity in clustering. Also, we can see even with using One Hot embedding, using

the feature selection methods improves the clustering purity. In addition, in Table 4.4 and

Table 4.6, without using any feature selection methods, we can seek-modes is outperforming

the other clustering algorithm. In Table 4.8 and Table 4.10 clear clusters as a result of clus-

tering methods and RFF can prove the e�ectiveness of this feature selection method. The

results of applying di�erent clustering algorithms and using Lasso feature selection method

in Table 4.12 and Table 4.14 also shows the enhancements in terms of clustering quality but

compare to RFF it is not signi�cant. The same pattern is observable in Table 4.16 and Ta-

ble 4.18 which are the results of using Boruta feature selection method and shows weakness

in generalization over di�erent clustering approaches and di�erent variants.

Table 4.3 Contingency tables of variants vs clusters (No Feature Selection, k-mers) with
number of clusters = 5.

K-means (Cluster IDs) K-modes (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 1512 8762 2926 680 86 8 11492 284 330 1852
Beta 295 601 626 172 33 64 9 1604 31 19

Epsilon 956 7848 3155 638 187 0 1 8532 613 3638
Delta 2706 2605 1342 868 30 0 1 3192 3491 867

Gamma 682 22140 3016 741 5026519 7 7 61 35

Table 4.4 Contingency tables of variants vs clusters (No Feature Selection, One Hot embed-
ding) with number of clusters = 5.

K-means (Cluster IDs) K-modes (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 52 9716 1601 2165 43211235 13 2316 25 377
Beta 24 650 1011 18 24 5 81 30 29 1582

Epsilon 427 7972 223 3626 536 8 0 4111 18 8647
Delta 5 2800 484 1201 3061 3 0 3988 3490 70

Gamma 513 23032 1425 70 1589 6 26502 114 0 7
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Table 4.5 Contingency tables of variants vs clusters (No Feature Selection,K -mers) with
number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 666 1515 78 2945 87621772 3442 650 8036 66
Beta 171 279 31 627 601 501 491 164 544 27

Epsilon 637 942 186 3172 78471166 3804 636 6994 184
Delta 839 2725 28 1354 26052997 1292 827 2411 24

Gamma 739 669 47 3034 22140865 3501 734 21484 45

Table 4.6 Contingency tables of variants vs clusters (No Feature Selection, One Hot embed-
ding) with number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 629 11005 2101 226 5 2845 8651 32 244 2194
Beta 213 508 19 987 0 1002 605 18 35 67

Epsilon 713 16 3597 8458 0 520 7324 426 457 4057
Delta 3419 74 1042 3016 0 1168 2547 2 2479 1355

Gamma 1590 262 88 61 246282008 22333 497 1522 269

Table 4.7 Contingency tables of variants vs clusters (Random Fourier Transform Feature
Selection,K -mers) with number of clusters = 5.

K-means (Cluster IDs) K-modes (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 0 12603 0 1363 0 12603 0 0 1363 0
Beta 0 1727 0 0 0 1727 0 0 0 0

Epsilon 0 10348 0 0 243610348 0 2436 0 0
Delta 0 7551 0 0 0 7551 0 0 0 0

Gamma 13076 12569 984 0 025632 13 0 0 984

Table 4.8 Contingency tables of variants vs clusters (Random Fourier Transform Feature
Selection, One Hot embedding) with number of clusters = 5.

K-means (Cluster IDs) K-modes (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 0 0 0 1363 1260312603 0 0 0 1363
Beta 0 0 0 0 1727 1727 0 0 0 0

Epsilon 0 2436 0 0 1034810348 0 2436 0 0
Delta 0 0 637 0 6914 7551 0 0 0 0

Gamma 13076 0 984 0 1256925632 13 0 984 0
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Table 4.9 Contingency tables of variants vs clusters (Random Fourier Transform Feature
Selection, K-mers) with number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 0 0 0 13966 0 12603 0 0 1363 0
Beta 0 0 0 1727 0 1727 0 0 0 0

Epsilon 0 0 0 12784 0 10348 0 2436 0 0
Delta 0 0 0 7551 0 7551 0 0 0 0

Gamma 0 0 0 13553 1307612569 13076 0 0 984

Table 4.10 Contingency tables of variants vs clusters (Random Fourier Transform Feature
Selection, One Hot embedding) with number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 0 0 0 13966 0 12603 0 0 1363 0
Beta 0 0 0 1727 0 1727 0 0 0 0

Epsilon 0 0 0 12784 0 10348 0 2436 0 0
Delta 0 0 0 7551 0 7551 0 0 0 0

Gamma 0 0 0 13269 1336012569 13076 0 0 984

Table 4.11 Contingency tables of variants vs clusters (Lasso Feature Selection,K -mers) with
number of clusters = 5.

K-means (Cluster IDs) K-modes (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 303 11365 383 1909 6 8 10958 282 2660 58
Beta 1551 4 148 23 1 65 9 1617 12 24

Epsilon 8536 1 671 3576 0 0 1 12000 112 671
Delta 3098 0 3693 760 0 0 0 3121 19 4411

Gamma 16 13 198 36 2636626577 7 7 0 38

Table 4.12 Contingency tables of variants vs clusters (Lasso Feature Selection, One Hot
embedding) with number of clusters = 5.

K-means (Cluster IDs) K-modes (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 53 9716 431 2165 160111208 2295 13 63 387
Beta 24 650 24 18 1011 3 28 76 28 1592

Epsilon 427 7972 536 3626 223 4 3981 0 427 8372
Delta 41 4015 0 9 34864 41 4015 0 9 3486

Gamma 514 23031 1586 70 1428 5 114 25989 514 7
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Table 4.13 Contingency tables of variants vs clusters (Lasso Feature Selection,K -mers) with
number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical(Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 1344 5 12042 362 2131967 606 30 11345 18
Beta 99 1 6 440 1181 24 1667 6 22 8

Epsilon 3220 0 0 780 87843667 509 8582 26 0
Delta 4464 0 0 543 25443892 245 3367 40 7

Gamma 202 26169 16 232 10 12 1053 1 11 25552

Table 4.14 Contingency tables of variants vs clusters (Lasso Feature Selection, One Hot
embedding) with number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical(Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 2079 11051 604 227 5 2671 8521 32 2635 107
Beta 19 476 214 1018 0 92 566 18 1031 20

Epsilon 3525 15 712 8532 0 4650 7218 426 457 33
Delta 1040 70 3385 3056 0 4189 2473 2 690 197

Gamma 87 251 799 75 25417352 22158 497 2155 1467

Table 4.15 Contingency tables of variants vs clusters (Boruta Feature Selection,K -mers)
with number of clusters = 5.

K-means(Cluster IDs) K-modes(Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 8762 86 2925 680 151311403 7 184 1823 549
Beta 601 33 626 172 295 6 6 640 1060 15

Epsilon 7848 187 3155 638 956 1 0 11170 947 666
Delta 2605 30 1342 868 2706 0 0 2894 690 3967

Gamma 22140 50 3016 741 682 6 25428 6 1128 61

Table 4.16 Contingency tables of variants vs clusters (Boruta Feature Selection, One Hot
embedding) with number of clusters = 5.

K-means(Cluster IDs) K-modes(Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 10 368 1586 9901 21011829 7 552 188 11390
Beta 22 12 1022 652 191060 6 15 640 6

Epsilon 5 624 218 8351 3586951 0 671 11161 1
Delta 0 3073 476 2988 1014695 0 3970 2886 0

Gamma 25015 95 1417 34 681131 25425 61 6 6
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Table 4.17 Contingency tables of variants vs clusters (Boruta Feature Selection,K -mers)
with number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 668 1513 78 2945 87629373 702 2641 1198 52
Beta 171 297 31 627 601 823 170 457 254 23

Epsilon 637 943 186 3170 78488419 644 2949 591 181
Delta 851 2713 28 1354 26052847 879 1563 2245 17

Gamma 739 669 47 3034 2214022955 743 2330 560 41

Table 4.18 Contingency tables of variants vs clusters (Boruta Feature Selection, One Hot
embedding) with number of clusters = 5.

Fuzzy (Cluster IDs) Hierarchical (Cluster IDs)
Variant 0 1 2 3 4 0 1 2 3 4
Alpha 2172 11083 438 268 5 1977 1585 543 9839 22
Beta 26 46 103 1552 0 898 7 198 623 1

Epsilon 3682 4 656 8442 0 546 2983 641 8613 1
Delta 1049 37 3269 3196 0 949 1235 2635 2731 1

Gamma 96 29 389 139 259761703 26 2017 1192 21691

4.1.1.2 Clustering and classi�cation Results Using ViralVector

Classi�cation Results: We start by showing results for the classi�cation of the GISAID

dataset. Table 4.21 shows the results for di�erent embedding methods and classi�cation

algorithms (naive Bayes, logistic regression, ridge classi�er) on the GISAID dataset for the

classi�cation of variants. We can observe that the Keras classi�er with ViralVectors-based

embedding (minimizer with RFF) outperforms the other embedding methods for all evalua-

tion metrics. However, in terms of runtime, Ridge Classi�er with ViralVectors is performing

better than all other methods.

To show the generalizability of our feature embedding method (ViralVectors), we use

the same feature embeddings with countries and continents information separately as a

class label and performed classi�cation using the same experimental settings (as done in
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Table 4.21). The results for country classi�cation and continent classi�cation are given in

Table 4.19 and Table 4.20. We can observe that in both scenarios, DL based classi�er

with ViralVectors-based feature embedding outperforms all other methods for all evaluation

metrics. Note that we computed results for only 3 classi�ers for the GISAID dataset due

to the high computation cost of other classi�ers, such as MLP and KNN. Since they were

taking very long to compute results on this� 2:5 million spike sequence data, we only used

the classi�ers that were best in terms of runtime. Table 4.22 shows the classi�cation results

for the ViPR dataset. Since the size of the dataset is smaller in this case, we use all the

classi�ers that were not able to compute results for the GISAID dataset. We can observe

that ViralVectors-based embedding with logistic regression classi�er outperforms the other

two embedding approaches for all but one evaluation metric.

Table 4.19 Country Classi�cation Results (10% training set and 90% testing set) for 27
countries (2384646 spike sequences) in GISAID dataset. The best values are shown in bold.

Embed.
Method

ML Algo. Acc. Prec. Recall F1 weigh. F1 Macro
ROC-
AUC

Train.
runtime
(sec.)

OHE
NB 0.11 0.44 0.11 0.11 0.10 0.551308.4
LR 0.40 0.46 0.40 0.33 0.15 0.552361.8
RC 0.40 0.38 0.40 0.31 0.11 0.54746.4
Keras Classi-
�er

0.49 0.53 0.49 0.43 0.24 0.6 28914.8

Spike2Vec
NB 0.13 0.41 0.13 0.15 0.10 0.551315.3
LR 0.40 0.45 0.40 0.33 0.16 0.552736.8
RC 0.39 0.37 0.39 0.31 0.11 0.54779.4
Keras Classi-
�er

0.50 0.54 0.50 0.45 0.28 0.5910383.6

PWM2Vec
NB 0.14 0.42 0.14 0.16 0.10 0.54601.5
LR 0.40 0.46 0.40 0.34 0.16 0.56860.7
RC 0.41 0.38 0.39 0.32 0.12 0.55140.4
Keras Classi-
�er

0.50 0.55 0.50 0.46 0.29 0.60466.8

ViralVectors
NB 0.13 0.43 0.13 0.17 0.11 0.562683.72
LR 0.43 0.48 0.41 0.35 0.17 0.574706.32
RC 0.40 0.39 0.40 0.32 0.14 0.541492.79
Keras Classi-
�er

0.51 0.56 0.51 0.47 0.31 0.63 13616.17
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Table 4.20 Continent Classi�cation Results (10% training set and 90% testing set) for 5
continents (2384646 spike sequences) for GISAID dataset. The best values are shown in
bold.

Embed.
Method

ML Algo. Acc. Prec. Recall F1
weigh.

F1
Macro

ROC-
AUC

Train.
runtime
(sec.)

OHE
NB 0.49 0.63 0.49 0.50 0.38 0.631457.2
LR 0.67 0.66 0.67 0.64 0.33 0.581622.4
RC 0.67 0.66 0.67 0.64 0.28 0.571329.1
Keras Classi-
�er

0.75 0.76 0.75 0.72 0.47 0.6530932.0

Spike2Vec
NB 0.48 0.63 0.48 0.49 0.36 0.63970.6
LR 0.67 0.67 0.67 0.64 0.34 0.581141.9
RC 0.67 0.66 0.67 0.64 0.29 0.57832.3
Keras Classi-
�er

0.76 0.77 0.76 0.74 0.49 0.6518631.7

PWM2Vec
NB 0.49 0.64 0.49 0.50 0.38 0.64605.8
LR 0.67 0.67 0.67 0.65 0.35 0.59840.7
RC 0.68 0.67 0.67 0.65 0.30 0.58146.5
Keras Classi-
�er

0.77 0.78 0.77 0.75 0.52 0.69480.1

ViralVectors
NB 0.50 0.65 0.50 0.52 0.39 0.651348.59
LR 0.68 0.68 0.68 0.66 0.36 0.601544.75
RC 0.69 0.68 0.68 0.66 0.33 0.591167.42
Keras Classi-
�er

0.79 0.79 0.79 0.76 0.56 0.74 13002.09

Clustering Results: This section shows results for the clustering of all datasets and

embedding methods. We compare clustering results for NCBI short read dataset with the

results computed using Pangolin clustering tool (96). The results fork-means clustering

applied to di�erent embedding approaches are shown in Table 4.23. We can see that for the

ViPR dataset, PWM2Vec is giving better clustering results in terms of all but one internal

clustering evaluation metric. For the NCBI short reads data, although Pangolin is better

in terms of Silhouette Coe�cient (higher value is better), the ViralVectors-based feature

embedding performs better in terms of Calinski-Harabasz Score (higher value is better) and

Davies-Bouldin Score (a lower value is better).
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Table 4.21 Variants Classi�cation Results for GISAID data (10% training and 90% testing)
for top 22 variants (1995195 spike sequences). The best values are shown in bold.

Embed.
Method

ML
Algo.

Acc. Prec. RecallF1
weigh.

F1
Macro

ROC-
AUC

Train.
runtime
(sec.)

OHE
NB 0.30 0.58 0.30 0.38 0.18 0.592164.5
LR 0.57 0.50 0.57 0.49 0.19 0.572907.5
RC 0.56 0.48 0.56 0.48 0.17 0.561709.2
Keras
Classi�er

0.61 0.58 0.61 0.56 0.24 0.6128971.5

Spike2Vec
NB 0.42 0.79 0.42 0.52 0.39 0.682056.0
LR 0.68 0.69 0.68 0.65 0.49 0.692429.1
RC 0.67 0.68 0.67 0.63 0.44 0.671294.2
Keras
Classi�er

0.86 0.87 0.86 0.83 0.69 0.8313296.2

PWM2Vec
NB 0.43 0.79 0.43 0.53 0.40 0.68590.13
LR 0.69 0.69 0.69 0.66 0.50 0.69858.06
RC 0.70 0.70 0.70 0.66 0.48 0.69138.74
Keras
Classi�er

0.80 0.78 0.80 0.78 0.47 0.74460.28

ViralVectors
NB 0.46 0.81 0.46 0.55 0.42 0.712014.5
LR 0.71 0.70 0.71 0.67 0.52 0.712328.4
RC 0.71 0.70 0.71 0.66 0.49 0.701102.3
Keras
Classi�er

0.87 0.88 0.87 0.85 0.71 0.85 11234.1

We also use F1 (weighted) to further evaluate the clustering performance ofk-means on

the GISAID dataset. Based on the F1 score, since we do not have the ground truth clustering

labels, we assign a label to every cluster based on the majority variant in that cluster. The

F1 scores for the top 5 variants are shown in Table 4.24.

We can observe that ViralVectors-based feature embedding is showing the highest F1

score as compared to the other embedding methods. Note that the F1 score is on the lower

side for all embedding methods in the case of the Beta variant. This is because of the lower

proportion of the Beta variant in the dataset as given in Figure??. Since the number of

sequences corresponding to the Beta variant as a label is fewer, the underlying clustering
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Table 4.22 Host Classi�cation Results on ViPR data (10% training and 90% testing) for
3348 sequences. The best values are shown in bold.

Embed.
Method

ML Algo.Acc. Prec. Recall F1
weigh.

F1
Macro

ROC-
AUC

Train.
runtime
(sec.)

OHE

NB 0.96 0.96 0.96 0.95 0.60 0.8074.26
MLP 0.95 0.95 0.95 0.95 0.50 0.7888.76
KNN 0.92 0.90 0.92 0.90 0.31 0.66164.42
RF 0.96 0.96 0.96 0.95 0.61 0.812.76
LR 0.96 0.96 0.95 0.94 0.62 0.824.80
DT 0.94 0.94 0.94 0.94 0.48 0.822.17

Spike2Vec

NB 0.95 0.95 0.95 0.95 0.42 0.715.45
MLP 0.94 0.93 0.94 0.94 0.41 0.738.65
KNN 0.92 0.91 0.92 0.90 0.31 0.651.07
RF 0.95 0.94 0.95 0.95 0.46 0.720.42
LR 0.95 0.94 0.95 0.95 0.47 0.730.81
DT 0.93 0.92 0.93 0.93 0.38 0.740.26

PWM2Vec

NB 0.90 0.93 0.90 0.91 0.51 0.781.27
MLP 0.94 0.95 0.95 0.95 0.52 0.7913.32
KNN 0.93 0.93 0.93 0.92 0.51 0.746.33
RF 0.93 0.94 0.94 0.94 0.63 0.823.09
LR 0.95 0.94 0.95 0.95 0.62 0.8126.77
DT 0.94 0.95 0.95 0.95 0.50 0.811.95

ViralVectors

NB 0.95 0.94 0.95 0.94 0.43 0.715.35
MLP 0.95 0.93 0.94 0.93 0.44 0.727.28
KNN 0.90 0.88 0.90 0.88 0.25 0.631.05
RF 0.95 0.95 0.95 0.95 0.64 0.820.49
LR 0.97 0.97 0.97 0.97 0.65 0.83 0.44
DT 0.95 0.92 0.92 0.92 0.38 0.700.24

Table 4.23 Internal Clustering quality metrics fork-means. The best values are shown in
bold.

Evaluation Metrics
DatasetMethods Silhouette Co-

e�cient
Calinski-Harabasz
Score

Davies-Bouldin
Score

Runtime
(Sec.)

ViPR
OHE 0.45 1317.35 1.37 177.54
Spike2Vec 0.63 2517.54 1.15 36.57
PWM2Vec 0.65 1960.95 0.76 10.05
ViralVectors 0.43 1072.00 1.32 44.56

NCBI
Pangolin 0.64 1702.23 1.59 2638.30
Spike2Vec 0.53 8402.54 0.56 132.13
PWM2Vec 0.58 9812.85 0.55 131.52
ViralVectors 0.56 10339.07 0.54 130.35

algorithm is unable to capture all the patterns in the sequences.

Contingency Tables: We also show the contingency tables for all datasets and em-
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Table 4.24 F1 score by applying thek-means clustering algorithm on all 1327 variants
(2519386 spike sequences) in the GISAID dataset. The best values are shown in bold.

F1 Score (Weighted) for Di�erent Variants
Methods Alpha Beta Delta Gamma Epsilon

OHE 0.041 0.041 0.544 0.643 0.057
Spike2Vec 0.997 0.034 0.854 0.968 0.221
PWM2Vec 0.998 0.043 0.859 0.969 0.237
ViralVectors 0.999 0.056 0.867 0.970 0.246

bedding methods after applyingk-means. The contingency tables for the GISAID data are

shown in Table 4.25, Table 4.26, Table 4.28 for OHE, Spike2Vec, and ViralVectors, respec-

tively.

Table 4.25 Contingency tables of variants vs clusters after applying k-means on the OHE-
based feature embedding on GISAID data.

k-means (Cluster IDs)
Variant 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

AY.12 78 1339 905 140 215 1901 29 468 8 25 19762 1153 260 4 1715 49 46 6 23 631 46 42
AY.4 2600 4480 27565 491 513 3296 62 4183 41 58 86178 7557 635 71 6750 106 102 56 38 11014 144 98
B.1 445 2033 61 32299 146 73 19 50 536 204 37894 71 512 717 2489 12 241 301 372 59 129 78

B.1.1 577 1608 30 17195 99 22 13 31 517 89 21182 39 409 771 1387 3 77 553 112 17 72 48
B.1.1.214 2535 326 9 8497 22 7 2 5 5 1 5987 8 60 11 379 0 9 1 2 5 5 4
B.1.1.519 177 2067 10 1314 354 21 27 47 101 3110 11903 45 203 68 1523 6 346 8 684 13 405 77
B.1.1.7 3434 406190 5653 8124 8764 1314 8154 13642 2664 2485 296011 4858 6526 7205 156188 240 8399 6935 2526 2376 11113 13276
B.1.160 332 2335 24 1704 32 4 65 37 3947 95 11696 10 917 2503 1272 0 30 506 13 5 11 41
B.1.177 500 9300 59 5038 68 6 40 386 1960 57 32072 27 1230 8248 3584 0 163 9355 20 24 21 140

B.1.177.21 193 1654 2 356 2 0 266 31 834 1 3969 2 693 4316 437 0 1 245 2 0 2 13
B.1.2 2016 4110 65 21920 503 55 16 109 294 1274 55164 112 1912 196 4246 1 733 75 2599 93 649 111

B.1.221 160 1482 11 606 25 2 29 26 959 20 5790 6 1477 1573 666 0 9 242 4 1 8 25
B.1.243 1034 399 13 2913 46 7 0 13 60 150 6652 13 131 14 522 0 104 5 329 18 74 13
B.1.258 1256 1763 9 690 17 5 31 59 471 9 5877 8 408 876 930 0 19 557 4 2 5 31
B.1.351 120 4918 93 300 287 58 24 107 139 77 11097 117 208 161 2435 6 149 65 70 34 146 218
B.1.427 149 1100 15 1568 147 14 6 32 37 337 11022 27 160 24 1089 3 193 1 1585 17 246 27
B.1.429 360 2651 22 3374 432 22 4 79 64 799 22585 68 369 43 2667 6 436 11 3513 21 505 86
B.1.526 190 5008 51 750 471 53 4 84 14 287 11414 117 318 20 2472 15 2327 8 411 52 895 181

B.1.617.2 4275 10938 48611 825 1275 2882 190 1351 78 121 124348 22187 679 97 12042 5048 266 38 136 6680 377 376
D.2 2 19 1 56 2 1 0 1 6360 1 5848 0 0 2 464 0 0 0 0 0 1 0
P.1 284 7037 284 784 11625 277 34 195 46 358 27724 534 241 73 5031 100 604 8 343 247 776 343
R.1 4195 1400 24 445 45 5 1 15 15 34 2991 9 59 22 517 0 114 8 38 7 70 20

The contingency tables for the OHE, Spike2Vec, and ViralVectors for the ViPR data are

shown in Table 4.27, Table 4.29, and Table 4.30 for the OHE, Spike2Vec, and ViralVectors,

respectively.

The contingency tables for NCBI short read data are in Table 4.31, Table 4.32, and

Table 4.33 for the OHE, Spike2Vec, and ViralVectors, respectively.
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Table 4.26 Contingency tables of variants vs clusters after applying k-means on the
ViralVectors-based feature embedding on GISAID data.

k-means (Cluster IDs)
Variant 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

AY.12 0 1 120 0 1906 1288 1976 0 3 1 0 0 0 0 0 0 18429 3717 527 0 877 0
AY.4 0 4 26230 0 9792 7895 6630 0 317 6 0 0 0 0 0 0 80662 1901 727 0 21874 0
B.1 38345 1 0 0 2462 26 12 0 0 0 80 112 8 27 0 107 36546 14 473 520 0 8

B.1.1 21373 0 0 0 1882 0 0 0 0 1 30 3 2 2 0 44 20221 0 892 134 0 267
B.1.1.214 11597 0 0 0 2830 0 0 0 0 0 4 0 0 0 0 7 3388 0 54 0 0 0
B.1.1.519 1 1 0 1 58 0 0 0 0 0 0 0 0 12397 0 0 10037 1 13 0 0 0
B.1.1.7 0 564607 0 18268 32924 0 4 0 0 0 6755 0 6600 0 18390 0 294084 10234 24211 0 0 0
B.1.160 90 0 0 0 70 0 0 0 0 0 1 0 0 0 0 23 8392 0 326 16677 0 0
B.1.177 180 0 0 0 1430 0 0 0 0 0 7 25865 0 0 0 12677 32050 0 33 56 0 0

B.1.177.21 1 0 0 0 28 0 0 0 0 0 0 114 0 0 0 10051 2825 0 0 0 0 0
B.1.2 39913 0 0 0 1961 2 0 0 0 0 52 0 0 3 0 198 46746 0 7320 57 0 1

B.1.221 41 0 0 0 84 0 0 0 0 0 8337 0 0 0 0 8 4592 0 7 52 0 0
B.1.243 2140 0 0 0 506 0 0 0 0 0 0 0 0 0 0 5 6082 0 3764 13 0 0
B.1.258 1786 1 0 0 60 0 0 0 0 0 1 4 0 0 0 2 11087 0 72 14 0 0
B.1.351 0 0 0 0 990 0 0 0 0 0 0 0 0 0 0 0 17637 0 2202 0 0 0
B.1.427 7 0 0 0 1876 3976 0 0 0 0 0 0 0 0 0 0 11900 0 40 0 0 0
B.1.429 21 0 0 0 1618 12884 0 0 0 0 0 0 0 1 0 0 22154 0 1439 0 0 0
B.1.526 0 0 0 0 1937 0 0 0 0 0 0 0 13585 0 0 0 9618 0 2 0 0 0

B.1.617.2 0 0 76218 0 9693 98 1902 0 37010 14179 0 0 0 0 0 0 97629 316 4727 0 1048 0
D.2 1 0 0 0 43 0 0 0 0 0 0 0 0 3 0 0 5725 0 8 6978 0 0
P.1 0 0 0 0 67 0 0 31356 0 0 0 0 0 0 0 0 25477 0 48 0 0 0
R.1 0 0 0 0 7 0 0 0 0 0 0 0 0 0 0 0 3502 0 5 0 0 6520

Table 4.27 Contingency tables of variants vs clusters after applying k-means on the OHE-
based feature embedding on ViPR data.

k-means (Cluster IDs)
Variant 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

AY.12 1 12346 9340 114 4 0 0 809 0 0 0 0 1 0 0 947 0 3 0 0 1825 3455
AY.4 3 50380 49873 22786 13 0 0 19226 0 0 0 0 1 0 0 5735 3 243 0 0 6233 1542
B.1 1 21257 19814 0 163 35805 0 0 104 23 0 0 0 456 88 0 874 0 59 0 90 7

B.1.1 0 11519 12221 0 703 19536 0 0 58 1 0 0 0 121 43 0 357 0 2 0 32 258
B.1.1.214 0 2214 5340 0 1 10272 0 0 45 0 0 0 0 0 6 0 1 0 0 0 1 0
B.1.1.519 1 6721 4427 0 4 1 0 0 0 0 1 0 0 0 0 0 0 0 0 1 11353 0
B.1.1.7 504917 204792 179456 0 34341 0 0 0 0 0 9751 16529 6084 0 0 0 3129 0 0 17074 4 0
B.1.160 0 5349 4328 0 25 83 0 0 0 0 0 0 0 15768 23 0 2 0 0 0 1 0
B.1.177 0 18422 16573 0 2967 102 0 0 19 0 0 0 0 50 11423 0 0 0 22736 0 6 0

B.1.177.21 0 1188 2512 0 2 1 0 0 0 0 0 0 0 0 9202 0 0 0 114 0 0 0
B.1.2 0 28543 26689 0 763 34770 0 0 4308 1 0 0 0 55 163 0 911 0 0 0 49 1

B.1.221 0 3201 2080 0 7 38 0 0 0 0 0 0 0 50 1 0 1 0 0 0 7743 0
B.1.243 0 3383 3638 0 3465 1973 0 0 6 0 0 0 0 13 5 0 27 0 0 0 0 0
B.1.258 1 4364 4557 0 4073 15 0 0 0 0 0 0 0 13 0 0 0 0 4 0 0 0
B.1.351 0 11436 9390 0 3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
B.1.427 0 6740 7063 0 426 3 0 0 0 3567 0 0 0 0 0 0 0 0 0 0 0 0
B.1.429 0 13649 10965 0 1463 6 0 0 0 12034 0 0 0 0 0 0 0 0 0 0 0 0
B.1.526 0 6015 5436 0 3 0 0 0 0 11898 0 0 0 0 0 0 1790 0 0 0 0 0

B.1.617.2 0 61506 60041 66632 5598 0 0 953 0 1 0 0 11124 0 0 65 1765 33167 0 0 1671 297
D.2 0 3774 2520 0 0 0 0 0 0 0 0 0 0 6460 0 0 1 0 0 0 3 0
P.1 0 15131 13694 0 1035 0 27088 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
R.1 0 2021 1782 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 6231

4.1.2 TCR Sequences

4.1.2.1 Classi�cation Results Using PseAAC2Vec Embedding Generation

We provide an in-depth analysis of the classi�cation results obtained from the baseline meth-

ods and our embedding method.

Table 4.34 provides a comprehensive comparison of the classi�cation performance achieved

by di�erent baseline methods and implemented approaches. The table displays the results
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Table 4.28 Contingency tables of variants vs clusters after applying k-means on the
Spike2Vec-based feature embedding on GISAID data.

k-means (Cluster IDs)
Host 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19

bat 0 0 0 0 0 0 0 0 0 0 0 0 0 351 0 0 0 0 0 0
avian 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 366 0 0
bovine 0 0 0 0 0 259 0 0 0 0 0 0 0 1 0 0 0 0 0 0
camel 0 154 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0
canine 0 0 0 0 0 0 0 0 0 0 0 0 1 20 0 0 17 0 0 0
feline 0 0 0 0 0 0 5 8 0 0 0 0 0 0 0 0 0 28 0 6
cattle 0 11 4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 102 0 0

dolphin 9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 53 0 0
equine 0 0 0 0 0 0 0 0 0 0 0 0 0 135 0 0 0 0 0 0

�sh 57 20 4 0 0 27 0 9 1 7 0 2 0 3 0 2 3 1 1 0
hedgehog 0 63 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
human 0 0 0 5 0 0 0 0 0 0 0 0 0 0 0 0 0 3 0 0

pangolin 1 0 0 0 0 0 0 0 0 0 0 0 0 1199 2 0 0 0 0 0
python 0 117 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0

rat 47 0 0 0 0 0 0 0 0 0 0 0 0 45 0 0 0 0 0 0
swine 0 0 0 0 0 0 0 0 0 0 0 0 0 25 0 0 0 0 0 0
turtle 23 0 0 0 0 6 0 0 0 0 0 0 12 0 0 0 0 0 0 0
weasel 0 0 0 79 1 5 1 0 0 0 5 0 2 28 0 0 5 5 0 0

obtained across multiple evaluation metrics, allowing for a comprehensive analysis of their

performance. Upon examination of the results, it is evident that our technique, PseAAC2Vec,

surpasses all feature-engineering-based baseline models (OHE, Spike2Vec, PWM2Vec, Strin

Kernel, WDGRL, Autoencoder, and Protein Bert) when used along with RF classi�er in

terms of classi�cation performance across various evaluation metrics, with the exception of

training runtime. However, the results presented in Table 4.35 demonstrate that the embed-

ding generation time of our method is signi�cantly lower compared to baseline embedding

generation methods. These �ndings highlight the e�ectiveness of our method in the cancer

classi�cation task. Note that, Protein Bert is an end-to-end classi�cation model therefore it

does not employ the ML classi�ers.
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Table 4.29 Contingency tables of variants vs clusters after applying k-means on the
Spike2Vec-based feature embedding on ViPR data.

k-means (Cluster IDs)
Host 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19

bat 0 231 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0
avian 0 0 0 0 0 0 0 0 0 0 0 0 0 25 0 0 0 0 0 0
bovine 1 0 0 0 0 0 0 0 0 0 0 0 0 1471 2 0 0 0 0 0
camel 0 0 0 79 1 5 1 0 0 0 5 0 3 48 0 0 22 5 0 0
canine 0 0 0 0 0 0 0 0 0 0 0 0 0 27 0 0 0 0 0 0
feline 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 366 0 0
cattle 9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 53 0 0

dolphin 0 0 0 0 0 259 0 0 0 0 0 0 0 1 0 0 0 0 0 0
equine 0 0 0 0 0 0 0 0 0 0 0 0 0 73 0 0 0 0 0 0

�sh 90 33 6 5 0 6 0 9 0 7 0 2 12 2 0 2 3 4 1 6
hedgehog 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0
human 0 0 0 0 0 0 0 0 0 0 0 0 0 79 0 0 0 0 0 0

pangolin 0 0 0 0 0 0 5 8 0 0 0 0 0 0 0 0 0 28 0 0
python 0 0 2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 102 0 0

rat 0 101 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0
swine 0 0 0 0 0 0 0 0 0 0 0 0 0 34 0 0 0 0 0 0
turtle 3 0 0 0 0 27 0 0 1 0 0 0 0 1 0 0 0 0 0 0
weasel 34 0 0 0 0 0 0 0 0 0 0 0 0 45 0 0 0 0 0 0

4.1.2.2 Classi�cation Results Using Sparse Coding

The results for di�erent evaluation metrics are reported in Table 4.36. We can observe that,

our technique (Sparse Coding) is outperforming all the feature-engineering-based baseline

models (OHE, Spike2Vec, PWM2Vec, Spacedk-mers) for every evaluation metric except

training runtime. For instance, Sparse Coding obtains 48:5% more accuracy than OHE,

55:8% more than Spike2Vec, 58:4% more than PWM2Vec, and 48:6% more than Spaced

k-mers using LR classi�er. These results imply that the feature embeddings generated by

the Sparse Coding method retain more information about the biological sequences in terms

of classi�cation performance as compared to the feature-engineering-based baselines.

Similarly, our technique is also better performing than the neural network-based baselines
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Table 4.30 Contingency tables of variants vs clusters after applying k-means on the
ViralVectors-based feature embedding on ViPR data.

k-means (Cluster IDs)
Host 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19

bat 0 0 0 0 0 0 0 0 0 0 0 0 0 291 0 0 0 0 0 0
avian 0 0 0 0 0 0 0 0 0 0 0 0 0 139 0 0 0 0 0 0
bovine 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 237 0 0
camel 0 118 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0
canine 0 0 0 79 1 5 1 0 0 0 5 0 2 28 0 0 6 5 0 0
feline 0 0 0 0 0 259 0 0 0 0 0 0 0 1 0 0 0 0 0 0
cattle 0 0 0 0 0 0 0 0 0 0 0 0 0 28 0 0 0 0 0 0

dolphin 0 0 2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 102 0 0
equine 1 0 0 0 0 0 0 0 0 0 0 0 0 1207 2 0 0 0 0 0

�sh 0 214 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0
hedgehog 9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 53 0 0
human 0 0 0 0 0 0 4 8 0 0 0 0 0 0 0 0 0 28 0 0

pangolin 90 33 6 5 0 6 1 9 0 7 0 2 13 2 0 2 19 4 1 6
python 34 0 0 0 0 0 0 0 0 0 0 0 0 45 0 0 0 0 0 0

rat 0 0 0 0 0 0 0 0 0 0 0 0 0 20 0 0 0 0 0 0
swine 0 0 0 0 0 0 0 0 0 0 0 0 0 45 0 0 0 0 0 0
turtle 3 0 0 0 0 27 0 0 1 0 0 0 0 1 0 0 0 0 0 0
weasel 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 129 0 0

Table 4.31 Contingency tables of variants vs clusters after applying k-means on the OHE-
based feature embedding on NCBI short read data.

k-means (Cluster IDs)
Variant 0 1 2 3 4 6 7

A.2 266 0 0 0 12 10 2
B.1 863 0 3 5 49 141 3

B.1.1 201 0 0 1 16 12 0
B.1.1.7 1 699 76 301 9 40 76
B.1.177 947 0 1 0 37 34 0
B.1.2 193 0 1 0 8 22 1

B.1.617.2 24 0 3 0 317 13 0

(WDGRL, Autoencoder). For example, the WDGRL approach has 53:03% less accuracy

than the Sparse Coding and Autoencoder achieves 53:83% lower accuracy than Sparse Coding

corresponding to the SVM classi�er. This indicates that the feature vectors generated from
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Table 4.32 Contingency tables of variants vs clusters after applying k-means on the
Spike2Vec-based feature embedding on NCBI short read data.

k-means (Cluster IDs)
Variant 0 1 2 3 4 6 7

A.2 50 150 0 0 86 4 0
B.1 45 739 2 0 260 15 3

B.1.1 25 126 0 1 73 2 3
B.1.1.7 52 596 1 0 547 6 0
B.1.177 54 513 0 0 452 0 0
B.1.2 6 167 0 0 51 1 0

B.1.617.2 26 141 31 0 114 45 0

Table 4.33 Contingency tables of variants vs clusters after applying k-means on the
ViralVectors-based feature embedding on NCBI short read data.

k-means (Cluster IDs)
Variant 0 1 2 3 4 6 7

A.2 91 0 14 0 185 0 0
B.1 209 0 23 0 827 2 3

B.1.1 70 1 13 0 142 3 1
B.1.1.7 562 0 14 1 625 0 0
B.1.177 425 0 7 0 587 0 0
B.1.2 18 0 3 0 204 0 0

B.1.617.2 93 3 28 30 162 0 41

the neural network-based techniques are not e�cient for performing classi�cation tasks as

compared to the Sparse Coding-based feature vectors. Note that SVM is yielding the best

results among all the classi�ers corresponding to WDGRL and Autoencoder methods.

Likewise, our method is also portraying better predictive results as compared to the

kernel-based baseline (String Kernel), like it has 53:83% more accuracy than String Kernel

using the SVM model. This yet again shows that Sparse Coding is creating more e�cient

numerical vectors for protein sequences.
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Table 4.34 Classi�cation results (averaged over 5 runs) for di�erent evaluation metrics. The
best values are shown in bold.

Embeddings Algo. Acc." Prec. " Recall " F1
(Weig.)
"

F1
(Macro)
"

ROC
AUC
"

Train
Time
(sec.) #

PWM2Vec

NB 0.3234 0.4239 0.3234 0.2856 0.2392 0.5242 4.2852
MLP 0.5199 0.5078 0.5199 0.5128 0.3899 0.5995 77.1383
KNN 0.5144 0.4674 0.5144 0.4773 0.3105 0.5555 4.6783
RF 0.5819 0.5805 0.5819 0.5101 0.3776 0.5905 113.3189
LR 0.4943 0.4885 0.4943 0.4882 0.3662 0.5856 505.1448
DT 0.5018 0.5006 0.5018 0.5011 0.3847 0.5967 95.9090

OHE

NB 0.3646 0.4215 0.3646 0.3432 0.2658 0.5337 0.0967
MLP 0.5284 0.4735 0.5284 0.4851 0.3140 0.5619 107.4774
KNN 0.5271 0.4828 0.5271 0.4907 0.3259 0.5633 2.5384
RF 0.5955 0.5849 0.5955 0.5260 0.3892 0.5989 25.8536
LR 0.5349 0.4772 0.5349 0.4728 0.2906 0.5544 2.4324
DT 0.5046 0.4981 0.5046 0.5008 0.3860 0.5952 5.6509

Spike2Vec

NB 0.4645 0.4863 0.4645 0.4569 0.3359 0.5755 0.0380
MLP 0.5382 0.4814 0.5382 0.4910 0.3105 0.5622 24.6133
KNN 0.5235 0.4840 0.5235 0.4942 0.3304 0.5647 3.1544
RF 0.6041 0.5650 0.6041 0.5503 0.4120 0.6124 20.9789
LR 0.5457 0.5000 0.5457 0.4817 0.2931 0.5583 0.6857
DT 0.5182 0.5165 0.5182 0.5172 0.3957 0.6051 3.2491

String
Kernel

NB 0.4464 0.4664 0.4464 0.4477 0.3324 0.5706 0.3123
MLP 0.5125 0.4939 0.5125 0.5020 0.3642 0.5834 72.9982
KNN 0.4968 0.4535 0.4968 0.4655 0.3144 0.5533 2.2828
RF 0.6030 0.5603 0.6030 0.5365 0.4082 0.6111 40.7817
LR 0.5308 0.4724 0.5308 0.4805 0.3068 0.5604 5.6004
DT 0.4964 0.4942 0.4964 0.4952 0.3787 0.5934 14.2018

WDGRL

NB 0.4850 0.3820 0.4850 0.4254 0.2522 0.52750.0074
MLP 0.5087 0.4247 0.5087 0.4179 0.2416 0.5248 15.9686
KNN 0.4731 0.4256 0.4731 0.4349 0.2844 0.5316 0.8438
RF 0.5559 0.5202 0.5559 0.4934 0.3679 0.5798 4.7567
LR 0.5048 0.4033 0.5048 0.3942 0.2216 0.5169 0.0788
DT 0.4800 0.4766 0.4800 0.4781 0.3625 0.5800 0.2037

Auto-
Encoder

NB 0.4230 0.4219 0.4230 0.4031 0.2767 0.5323 0.0510
MLP 0.5259 0.4745 0.5259 0.4888 0.3164 0.5613 207.0182
KNN 0.5244 0.4785 0.5244 0.4867 0.3215 0.5593 6.2745
RF 0.5836 0.5864 0.5836 0.5102 0.3748 0.5880 35.0135
LR 0.5389 0.4907 0.5389 0.4751 0.2893 0.5542 2.6055
DT 0.4866 0.4795 0.4866 0.4826 0.3677 0.5832 7.7863

SeqVec

NB 0.3466 0.4820 0.3466 0.3049 0.2568 0.5438 5.3837
MLP 0.4996 0.5042 0.4996 0.5016 0.3793 0.5937 109.9893
KNN 0.5120 0.4626 0.5120 0.4739 0.3121 0.5551 5.4640
RF 0.5675 0.5905 0.5675 0.4822 0.3438 0.5727 166.7319
LR 0.5476 0.5269 0.5476 0.5333 0.4059 0.6054 862.3937
DT 0.4673 0.4691 0.4673 0.4681 0.3481 0.5730 158.9599

Protein
Bert

- 0.5344 0.5077 0.5344 0.4724 0.2865 0.5538 301.7492

PseAAC2Vec
(ours)

NB 0.3071 0.4824 0.3071 0.1827 0.1632 0.5128 0.3952
MLP 0.5417 0.4876 0.5417 0.4908 0.3082 0.5646 17.8969
KNN 0.4985 0.4561 0.4985 0.4625 0.3099 0.5457 1.0735
RF 0.6190 0.5967 0.6190 0.5757 0.4525 0.6300 5.6696
LR 0.5401 0.4976 0.5401 0.4729 0.2847 0.5505 130.54
DT 0.5327 0.5343 0.5327 0.5323 0.4205 0.6219 1.6375

Table 4.35 Embedding generation time. The best value is shown in bold.

Embedding Time (sec.)Embedding Time (sec.)Embedding Time (sec.)

OHE 39.4524 Auto Encoder 161.623 Spike2Vec 241.368
PWM2Vec 62.1373 Bert 257.496 WDGRL 20.1513
String Kernel 1014.61 SeqVec 10875.57 PseAAC2Vec (ours) 3.7313

Furthermore, we also compared Sparse Coding performance with the pre-trained models

(SeqVec and Protein Bert), and the results illustrate that Sparse Coding is outperforming
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them in terms of all the evaluation metrics except the training runtime. This is an indication

that the pre-trained models are not able to generalize well to our dataset therefore they are

exhibiting lower predictive performance.

As it is obvious in our dataset some classes have fewer examples than the other classes

and we are dealing with a class imbalance problem in the data. This can cause problems for

classi�cation models because they may become biased towards the majority class, leading to

poor performance in predicting the minority class. To con�rm if our classi�ers are biased to-

ward a single class, we examined various metrics like precision, recall, F1 (weighted, Macro),

and ROC-AUC which are sensitive to class imbalance. All of these evaluation metrics showed

that the combination of Sparse Coding with all seven classi�cation methods outperformed

the baseline methods and ensured that our results are reliable and can be used to inform

future research in the �eld.

We can also notice that Sparse Coding is taking longer training runtime as compared to

most of the baseline methods, however, it has tremendous performance improvement over all

the baseline methods in terms of every other evaluation metric. As our aim is to design an

e�cient feature extraction model for getting higher classi�cation results, so Sparse Coding

has been shown to achieve that goal.

4.2 Data Visualization

To explore potential natural clustering in the data, we utilize t-distributed stochastic neigh-

bor embedding (t-SNE) (123) and Uniform Manifold Approximation and Projection (UMAP) (84).



52

Table 4.36 Classi�cation results (averaged over 5 runs) for di�erent evaluation metrics. The
best values are shown in bold.

EmbeddingsAlgo. Acc." Prec. "Recall "F1
(Weig.)
"

F1
(Macro) "

ROC
AUC
"

Train
Time
(sec.) #

OHE

SVM 0.5101 0.5224 0.5101 0.4073 0.3152 0.5592 790.5622
NB 0.2036 0.3533 0.2036 0.0917 0.1213 0.5107 1.0560
MLP 0.4651 0.4368 0.4651 0.4370 0.3714 0.5764 221.0638
KNN 0.4464 0.4044 0.4464 0.4100 0.3354 0.5617 7.2748
RF 0.5156 0.5003 0.5156 0.4521 0.3751 0.5824 18.7857
LR 0.5143 0.5241 0.5143 0.4327 0.3492 0.5701 61.8512
DT 0.4199 0.4129 0.4199 0.4160 0.3616 0.5737 1.0607

Spike2Vec

SVM 0.4309 0.4105 0.4309 0.4157 0.3543 0.5711 19241.67
NB 0.2174 0.3535 0.2174 0.1931 0.2081 0.5221 6.1309
MLP 0.4191 0.4081 0.4191 0.4128 0.3490 0.5671 227.2146
KNN 0.4397 0.4105 0.4397 0.4087 0.3400 0.5673 40.4765
RF 0.5183 0.5078 0.5183 0.4519 0.3738 0.5836 138.6850
LR 0.4404 0.4189 0.4404 0.4251 0.3626 0.5728 914.7739
DT 0.4510 0.4307 0.4510 0.4365 0.3745 0.5805 40.3568

PWM2Vec

SVM 0.4041 0.3760 0.4041 0.3836 0.3138 0.5452 10927.61
NB 0.2287 0.3758 0.2287 0.2109 0.2220 0.5273 23.9892
MLP 0.4053 0.3820 0.4053 0.3888 0.3226 0.5467 253.6387
KNN 0.4454 0.3890 0.4454 0.3930 0.3069 0.5475 10.2005
RF 0.4994 0.4745 0.4994 0.4370 0.3548 0.5716 126.5780
LR 0.4143 0.3861 0.4143 0.3937 0.3237 0.5484 991.8051
DT 0.4339 0.4078 0.4339 0.4140 0.3496 0.5636 34.9344

Spaced
k-
mers

SVM 0.5109 0.5221 0.5109 0.4095 0.3143 0.5582 824.215
NB 0.2157 0.3713 0.2157 0.1296 0.1510 0.5144 0.1883
MLP 0.4524 0.4203 0.4524 0.4236 0.3550 0.5663 207.685
KNN 0.4527 0.4078 0.4527 0.4132 0.3351 0.5607 3.3905
RF 0.5204 0.5233 0.5204 0.4294 0.3393 0.5679 41.3547
LR 0.5121 0.5053 0.5121 0.4318 0.3441 0.5674 25.7664
DT 0.4006 0.4009 0.4006 0.4006 0.3433 0.5629 14.2816

Auto
Encoder

SVM 0.4597 0.2113 0.4597 0.2896 0.1575 0.5000 14325.09
NB 0.2601 0.3096 0.2601 0.2682 0.2317 0.5005 0.3491
MLP 0.3996 0.3132 0.3996 0.3226 0.2252 0.5017 110.76
KNN 0.3791 0.3245 0.3791 0.3329 0.2445 0.5068 5.9155
RF 0.4457 0.3116 0.4457 0.3023 0.1792 0.5003 76.2106
LR 0.4520 0.3170 0.4520 0.2982 0.1712 0.5004 98.5936
DT 0.3131 0.3119 0.3131 0.3124 0.2525 0.5016 25.1653

WDGRL

SVM 0.4677 0.2188 0.4677 0.2981 0.1593 0.5000 15.34
NB 0.4469 0.3231 0.4469 0.3397 0.2213 0.5105 0.0120
MLP 0.4749 0.4659 0.4749 0.3432 0.2184 0.5163 15.43
KNN 0.3930 0.3415 0.3930 0.3523 0.2626 0.5156 0.698
RF 0.4666 0.4138 0.4666 0.3668 0.2578 0.5255 5.5194
LR 0.4676 0.2187 0.4676 0.2980 0.1593 0.4999 0.0799
DT 0.3604 0.3606 0.3604 0.3605 0.2921 0.5304 0.2610

String
Kernel

SVM 0.4597 0.2113 0.4597 0.2896 0.1575 0.5000 2791.61
NB 0.3093 0.3067 0.3093 0.3079 0.2463 0.4980 0.2892
MLP 0.3287 0.3045 0.3287 0.3121 0.2402 0.4963 125.66
KNN 0.3683 0.3106 0.3683 0.3229 0.2330 0.5001 3.1551
RF 0.4469 0.3251 0.4469 0.3041 0.1813 0.5010 55.3158
LR 0.4451 0.3080 0.4451 0.3026 0.1787 0.5000 2.0463
DT 0.3073 0.3082 0.3073 0.3077 0.2502 0.4998 17.0352

Protein
Bert

0.2624 0.4223 0.2624 0.1947 0.209 0.5434 987.354

SeqVec

SVM 0.432 0.422 0.432 0.415 0.377 0.530 100423.017
NB 0.192 0.530 0.192 0.086 0.117 0.505 77.271
MLP 0.428 0.427 0.428 0.427 0.371 0.580 584.382
KNN 0.432 0.385 0.432 0.391 0.306 0.544 227.877
RF 0.525 0.524 0.525 0.445 0.360 0.576 350.057
LR 0.420 0.414 0.420 0.417 0.356 0.571 90626.797
DT 0.397 0.397 0.397 0.397 0.344 0.562 2626.082

Sparse
Cod-
ing
(ours)

SVM 0.9980 0.9950 0.9980 0.9960 0.9970 0.9950 16965.48
NB 0.9970 0.9960 0.9970 0.9970 0.9960 0.9980 404.2999
MLP 0.9950 0.9950 0.9950 0.9950 0.9947 0.9956 5295.811
KNN 0.99900.99900.99900.9990 0.9989 0.9991 346.7334
RF 0.99900.99700.99900.9950 0.9950 0.9960 1805.593
LR 0.99900.99400.99900.9980 0.9980 0.9940 134.8503
DT 0.9970 0.9980 0.9970 0.9960 0.9980 0.9970 449.9304
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4.2.1 SARS-Cov-2 Sequences

4.2.1.1 Low Dimensional Representation and Feature Selection

By visualizing the GISAID dataset usingt-SNE, more clear clusters are visible after applying

three di�erent feature selection methods. In Figure 4.5 (b)(c)(d), we apply di�erent feature

selection methods, namely Boruta, Lasso, and RFF, respectively. We can observe that the

clustering is purer for Boruta and Lasso regression but not for RFF. This behavior shows

that the supervised methods (Lasso regression and Boruta) are able to preserve the patterns

in the data more e�ectively as compared to the unsupervised RFF. Note that there are after

feature selection, some data points are still isolated from the big clusters. This behavior

shows that although those isolated data points belong to a certain cluster, they may be the

potential candidates for developing into a new variant.

(a) Original (b) Boruta (c) Lasso (d) RFF

Figure 4.5 t-SNE plots for original data and for di�erent feature selection methods applied
on the original data.

We also uset-SNE to plot the clusters to visually observe the patterns before and after

HDBSCAN soft clustering. Figure 4.6 shows the comparison of t-SNE plot on original data

versust-SNE plots for the clustering results after applying HDBSCAN. Since overlapping is

allowed in this setting, we cannot see any pure clusters as compared to the originalt-SNE
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plot. An interesting �nding from such a result is that not all sequences corresponding to

a speci�c variant are similar. This means that a small cluster of sequences that initially

belong to a certain variant can make another subgroup, which could eventually lead to the

development of a new variant. Therefore, using such an overlapping clustering approach, we

can visually observe if a group of sequences is diverging from its parent variant. Biologists

and other decision-making authorities can then take relevant measures to deal with such

scenarios. Thet-SNE plots for di�erent feature selection methods in the given is Figure 4.7.

(a) Original Data. (b) HDBSCAN (no feature selection).

Figure 4.6 (a) t-SNE plots for the original variants as labels, (b) t-SNE plot with labels got
after applying HDBSCAN without any feature selection method on the frequency vectors.

(a) No Feat. Selection (b) Boruta (c) Lasso (d) RFF

Figure 4.7 t-SNE plots for HDBSCAN without and with feature selection methods.
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4.2.1.2 ViralVectors

The t-SNE plots for the ViPR dataset are given in Figure 4.8. We can observe that most

of the hosts formed separate (sometimes multiple) clusters. This means that ViPR data

are well separated. Another important point to note here is that in the case of ViralVectors

(minimizer-based frequency vectors), the overall structure of the data remains the same while

using only a fraction of information as compared to OHE. Note that the time complexity of

t-SNE is O(n2). Therefore, it cannot be applied easily on 2:5 million GISAID sequences.

(a) OHE (b) Spike2Vec (c) ViralVectors

Figure 4.8 t-SNE plots for ViPR dataset using (a) OHE, (b) Spike2Vec, and (c) ViralVectors.

(a) Data with Original Labels (b) Data with k-means labels

Figure 4.9 t-SNE plots for the GISAID data drawn using ViralVectors with (a) original
variants as labels, and (b) labels fromk-means.
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4.2.2 TCR Sequences

4.2.2.1 PseAAC2Vec

Figure 4.10 showcases the t-SNE plots and Figure 4.11 presents UMAP plots for di�erent

embedding methods in reduced-dimensional space. It's crucial to emphasize that these plots

serve the main purpose of evaluating the existence of distinctive patterns. Upon examination,

we observe from the t-SNE plot that WDGRL Figure 4.10 (g) exhibits an embedding distri-

bution close to a random distribution, confusing the protein sequences of di�erent ontologies.

The one-hot encoding (OHE), Figure 4.10 (a), Spike2Vec Figure 4.10 (b), PWM2Vec Fig-

ure 4.10 (c), and AutoEncoder Figure 4.10 (f) perform slightly better, showing a few groups.

However, considering the inherent variability in TCR sequences, including the presence of

common segments, the emergence of such patterns is expected. This observation suggests

the possibility that multiple sequences may be involved in binding to antigens associated

with speci�c cancer types. It's important to note that sequence identity does not necessarily

represent functional (cancer type) level similarity.

In contrast to other baseline embedding methods, the String Kernel Figure 4.10 (d)

and SeqVec Figure 4.10 (e) exhibit the most distinct separation among data points. For

PseAAC2Vec Figure 4.10 (h), the protein features show similar discriminative power as the

String Kernel, e�ectively separating proteins at the functional level.

The results of UMAP plots further clarify the e�ectiveness of PseAAC2Vec. UMAP plots

for Spike2Vec, Figure 4.11 (b), and String Kernel Figure 4.11 (d) show a clearer grouping of

sequences compared to the rest of the baseline encoding methods. PseAAC2Vec Figure 4.11



57

(a) OHE (b) Spike2Vec (c) PWM2Vec

(d) String Kernel (e) SeqVec (f) AutoEncoder

(g) WDGRL (h) PseAAC2Vec

Figure 4.10 tSNE plots for di�erent types of baseline embedding generation methods, and
PseAAC2Vec. The �gure is best seen in color.

(h) again shows a well-separated pattern of sequences. This indicates that our encoding

captures critical patterns, aiding the classi�ers in making accurate predictions. The reason

is that the features extracted from the sequences represent function (cancer type) level

similarity, hence allowing a discriminative power.
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(a) OHE (b) Spike2Vec (c) PWM2Vec

(d) String Kernel (e) SeqVec (f) AutoEncoder

(g) WDGRL (h) PseAAC2Vec

Figure 4.11 UMAP plots for di�erent types of baseline embedding generation methods, and
PseAAC2Vec. The �gure is best seen in color.

4.2.2.2 Sparse Coding

Figure 4.12 for One hot encoding (OHE), Spike2Vec, PWM2Vec, Spaced Kmer, Autoen-

coder, and Sparse Coding, respectively. In general, we can observe that OHE, Spike2Vec,

PWM2Vec, and Autoencoder show a smaller set of groups for di�erent cancer types. How-

ever, the Spacedk-mers show a very scattered representation of data. Moreover, the Sparse

Coding approach does not show any scattered representation, hence preserving the overall

structure better.
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(a) OHE (b) Spike2Vec (c) PWM2Vec (d)
tSNE SpacedK mer

(e) AutoEncoder(f) Sparse Cod-
ing (ours)

Figure 4.12 t-SNE plots for di�erent feature embedding methods. The �gure is best seen in
color.

4.3 Statistical Analysis

4.3.1 SARS-Cov-2 Sequenses

4.3.1.1 ViralVectors

We use information gain (IG) to evaluate the importance of di�erent amino acids in the

prediction of class labels (hosts). The IG is de�ned as follows:IG (Class; position) =

H (Class) � H (Classjposition). The value of H is the following: H =
P

i 2 Class � pi logpi ,

where H is the entropy, andpi is the probability of the classi . Figure 4.13 (d) shows the

IG values (for the ViPR dataset) for di�erent amino acids for the labels. We can observe

that most of the amino acids have IG on the higher side, which means that the predictive

accuracy for the machine learning models will be higher since the majority of the amino

acids are contributing towards the prediction of class labels. This type of analysis helps

us to understand the importance of di�erent features in the data, and we can eventually

ignore or remove the uninformative features from the data in order to improve the predictive

performance.
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(a) Spike2Vec
(b) PWM2Vec

(c) ViralVectors

(d) Information gain (for ViPR dataset comprised of
3348 sequences) for each amino acid position with re-
spect to hosts.

Figure 4.13 SHAP Analysis (for ViPR dataset) for top amino acids using di�erent embedding
methods (a) Spike2Vec, (b) PWM2Vec, and (c) ViralVectors. Figure (d) shows Information
Gain values for the ViPR dataset.

SHAP Analysis We also use SHAP analysis (72) to understand how signi�cant each fac-

tor is in determining the �nal label prediction of the model outputs. For this purpose, SHAP

analysis runs a large number of predictions and compares a variable's impact against the

other features. The SHAP analysis (for the ViPR dataset) for di�erent feature embeddings

(Spike2Vec, PWM2Vec, and ViralVectors) are given in Figure 4.13. Note that for OHE, we
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were getting memory errors because of the high dimensionality of the feature vectors, which

is why we have not included the SHAP analysis �gure for OHE. We can observe that for the

human label, the majority of the top contributing amino acids are taking part, which shows

that humans are easier to classify as compared to the other labels. For Spike2Vec and Vi-

ralVectors, the label Bat is the second most important host; for PWM2Vec, the label Swine

is the second most important host. This type of analysis can help us to decide which labels

we should focus more on to increase the predictive performance of the underlying machine

learning classi�ers. The code for SHAP analysis is available online1.

4.3.2 TCR Sequences

4.3.2.1 PseAAC2Vec

To see if the computed classi�cation results are statistically signi�cant, we used Student's

t-test and observed thep-values for the results using average and standard deviations (SD)

of 5 runs. Note that the SD results are not reported here due to space constraints. We

noted that p-values were< 0:05 in the majority of the cases and for all embedding methods

(because SD values are very low, i.e.< 0:002), con�rming the statistical signi�cance of the

results.

Interpretablity: We plotted the histograms of embeddings (i.e. frequency of di�erent

features of the embedding) generated by our method (PseAAC2Vec) and the String Ker-

nel baseline to further analyze the e�ectiveness of the generated feature vectors. As String

Kernel is the best-performing strategy among all the baselines in terms of classi�cation per-

1https://github.com/slundberg/shap
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formance, that's why we have employed its embeddings here. The histograms corresponding

to PseAAC2Vec-based embeddings are mentioned in Figure 4.14. We can observe that al-

though the embeddings of (a) and (b) belong to the same category (Melanoma), but the

generated plots are di�erent from each other. It is an indication that our method can cap-

ture the sequence's information di�erently even for sequences belonging to the same class.

Moreover, the Euclidean distance between (a) & (b) based embeddings is 0:22, while the

distance for (c) & (d) is 0:51. As (a) & (b) are from the same class and (c) & (d) are

from two di�erent categories, the distances imply that our method is e�ective as it can keep

similar instances close to each other while the di�erent ones are far from each other.

Similarly, the histograms for the String Kernel-based embeddings are given in Figure 4.15.

They also portray similar patterns in terms of capturing the sequence's information di�er-

ently, however, we can notice that the Euclidean distance for the same category embeddings

((a) & (b)) is 1 :44 which is a much higher value as compared to our method. This indicates

that the generated embeddings are suboptimal as the instances belonging to the same class

are far from each other.

4.3.2.2 Sparse Coding

We assessed the statistical signi�cance of our computed results by conducting a Student's t-

test and examining thep-values. To compute the p-values, we used the average and standard

deviation (SD) of 5 runs. Our analysis revealed that the majority of the p-values were less

than 0:05, which indicates the statistical signi�cance of the results. This is likely due to the

low SD values observed in our study.
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(a) Melanoma (b) Melanoma

(c) Pancreatic (d) Retroperitoneal

Figure 4.14 The histogram of embeddings extracted from thePseAAC2Vec method for
the TCP dataset. (a) & (b) shows the plots for two di�erent embeddings belonging to the
Melanoma class and they have a0.22 Euclidean distance. (c) & (d) contain the histograms
of embeddings belonging toPancreatic and Retroperitoneal classes respectively, and they
have an Euclidean distance of0.51.

4.4 Overall Results Summary

The comprehensive summary of the detailed results discussed above is as follows:



64

(a) Melanoma (b) Melanoma

(c) Pancreatic (d) Retroperitoneal

Figure 4.15 The histogram of embeddings extracted from theString Kernel method for
the TCP dataset. (a) & (b) shows the plots for two di�erent embeddings belonging to the
Melanoma class and they have a1.44 Euclidean distance. (c) & (d) contain the histograms
of embeddings belonging toPancreatic and Retroperitoneal classes respectively, and they
have an Euclidean distance of1.45.

ˆ We implemented a feature vector representation and a set of feature selection methods

to eliminate the less important features, allowing many di�erent clustering methods

to cluster SARS-CoV-2 spike protein sequences with high F1 scores and other quality
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metrics. We show that runtime is also an important factor while clustering the coro-

navirus spike sequences. Thek-means algorithm is able to generalize over all variants

in terms of doing pure clustering and also consuming the least amount of runtime.

ˆ The ViralVectors is an e�cient, scalable, and compact feature embedding method that

can encode the sequential information of viromes into �xed-length vectors. Results

for di�erent datasets on multiple classi�cations and clustering algorithms show that

ViralVectors is not only scalable to millions of sequences but is also, a general approach

that can be applied in any setting, and outperforms the traditional methods in most

cases.

ˆ Using PseAAC2Vec encoding is another novel approach for the accurate classi�cation of

TCR protein sequences. This method e�ectively captures physicochemical properties

and local sequence information, generating comprehensive �xed-length feature vectors.

ˆ Another novel approach for cancer classi�cation utilizes sparse coding and TCR pro-

tein sequences. By transforming TCR sequences into feature vectors withk-mers and

incorporating domain knowledge into the embeddings, we achieved state-of-the-art

performance on a benchmark dataset, outperforming baseline methods. Our method

attained a remarkable 99.9% accuracy, 99.9% F1 score, and ROC AUC, showcasing its

potential for more e�ective cancer therapies. Sparse coding's robustness and ability

to capture essential biological features make it a promising technique for analyzing

biological sequences.
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CHAPTER 5

CANCER PROGRESSION SIMULATION

Cancer is a complex disease driven by genomic alterations that result in uncontrolled cell

growth and spread (116; 85). These alterations accumulate non-randomly, leading to diverse

cancer cell populations evolving over time (90; 12), see Figure 5.1. Understanding cancer's

evolutionary dynamics is vital for e�ective therapies targeting speci�c genomic changes (46;

83). Genomic alterations, including copy number aberrations (CNAs) and single nucleotide

variations (SNVs), play critical roles in cancer progression (15; 66; 2; 61). CNAs involve

changes in chromosome copy numbers, causing imbalances that disrupt genes and promote

cancer (118). SNVs, altering individual DNA sequence nucleotides, impact gene function

and cellular pathways (22; 53).

Cancer progression follows distinct patterns in CNAs and SNVs accumulation (57; 124).

Genomic changes occur stepwise, building on each other, leading to diverse cancer cell popu-

lations (124). This diversity enables cancer cells to adapt, survive, and resist therapies (98).

Researchers employ computational algorithms and statistical models to reconstruct cancer's

Figure 5.1 The evolution of cancer progression
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phylogenetic tree and analyze CNAs and SNVs from biopsy-derived tumor samples (59; 41).

The goal is to comprehend tumor evolution, relationships among cell populations, and drug

resistance emergence (17). The cancer phylogenetic tree construction considers CNAs and

SNVs from parent to child nodes, modeling dynamic genome changes during cancer evolu-

tion (138; 108). Understanding CNAs and SNVs interplay is crucial for targeted therapies

(101). Identifying key genetic changes driving tumor growth and metastasis enables precise,

e�ective treatments (48).

Despite various methods (55; 37; 77; 27; 108; 138) to reconstruct tumor phylogenies from

single-cell and bulk sequencing, a uni�ed benchmark is lacking. This benchmark is crucial for

tool comparison and assessment. To address this gap, a simulator incorporating CNAs and

SNVs was developed. Well-known phylogenetic tree reconstruction methods were evaluated

using simulated data. Results indicate the simulator captures realistic cancer progression

dynamics involving CNAs and SNVs. The contributions include introducing a phylogenetic

tree benchmark through simulation, evaluating established tools on this benchmark, and

showing consistent results aligning with expectations.

Research studies have focused on understanding the complex interplay between copy

number aberrations (CNAs), single nucleotide variations (SNVs), and cancer progression

(38; 15; 78). The aim is to unravel the mechanisms driving cancer development and evo-

lution. To explore cancer dynamics, computational algorithms and statistical models have

been developed for reconstructing cancer phylogenetic trees (79; 59; 107), considering CNAs

and SNVs' roles in shaping tumor genomes (108; 138). Evaluating these methods often ne-
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cessitates known ground truth. Synthetic data with known ground truth has emerged as a

popular approach for assessing method performance, providing an e�ective alternative for

accuracy evaluation. SCSsim, based on MALBAC, simulates single cells introducing SNVs,

indels, and CNAs (137). However, it lacks phylogenetic tree simulation, limiting its use

for studying cancer evolution. SCSIM simulates both single cells and bulk data, yet lacks

phylogenetic tree representation (42), hindering the portrayal of cell relationships during

cancer progression. SimSCSnTree generates synthetic single-cell DNA sequencing data, in-

corporating CNVs and SNVs in cancer cells (80). However, the tool's models lack detailed

explanations and its adoption seems limited.

5.1 Method

Generating a cancer progression tree of Copy Number Aberrations (CNAs) and Single Nu-

cleotide Variations (SNVs) is a computational model used to represent the evolutionary

history of a tumor. It models how cancer cells acquire genomic alterations over time, leading

to disease progression and heterogeneity. Here, we design a simulator which generates such

trees, which can be used to benchmark tumor phylogeny reconstruction methods.

The simulator utilizes a random process to generate a random tree that represents the

evolutionary history of a tumor, considering the Copy Number Alterations (CNAs) and

Single Nucleotide Variations (SNVs). To begin, we initialize a list of Copy Number Pro�les

(CNPs), which consists of two sublists (for each allele of the human diploid chromosome),

see Figure 5.2 (a). These sublists are populated with randomly chosen elements representing
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SNVs on the particular alleles. This initialization process is performed in a separate function.

Next, we employ Algorithm 6 to generate a random tree, Figure 5.2 (b). This algorithm

takes a parametern, indicating the desired number of nodes in the tree. It starts by creating

a root node and then iteratively adds new nodes with random parent nodes until the spec-

i�ed number of nodes is reached. The algorithm extracts the edges from the resulting tree

structure and returns them as a list of tuples, where each tuple represents an edge between

a parent and its child node. Then, we initialized a dictionary that represents the cancer

progression tree with information about the parent-child relationships and the CNPs (each

containing some SNVs) associated with each node, see Algorithm 7.

Algorithm 7 lines 10 and after outline the subsequent steps, which involve iterating

through the children of nodes(parent) speci�ed by the node(key) in the info dictionary.

For each child node, an empty list� is initialized. Iterations through the list values of

the parent node's lists are made. A random operation (addition, deletion, or no-change)

is then applied, these operations introduce variations in the copy number. Depending on

the option, a corresponding function (addition, deletion, or nochange) is called to modify

the copy number, which is then appended to the modi�ed� and in turn updated to the

child node's lists using the values from the updated� . this operation is done recursively

Recursively on each child node to perform the same process down the hierarchy. After the

process is completed the info dict is updated with the generated copy numbers for each node.

For example, in Figure 5.2 (c), the �rst bin b1 undergoes the deletion option, resulting

in the removal of one list and its corresponding mutations. On the other hand, the second
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and third bins, b2 and b3, experience the addition option, where new point mutations are

introduced, and a new list is appended to model a CNA.

Figure 5.3 provides an example of a �nal tree that re
ects the updated CNPs resulting

from the process of CNAs and the accumulation of SNVs.

Algorithm 6 RandomTreeGenerator
Input: number of nodes n
Output: tree, edges

1: tree  Node(0) . creating the root node of the tree with a value of 0
2: nodes  [tree] . initializing the nodes list with the root node
3: for i  0 to n do
4: parent  random.choice(nodes) . parent randomly selected from list
5: node  Node(i, parent=parent) . node created and attached to parent
6: nodes.append(node) . newly created node added to list
7: end for
8: edges tree.edges . extracting the edges from the given tree
9: return tree, edges

Algorithm 7 TreeInfoGenerator
Input: edges
Output: info . the information dictionary of tree

1: info  fg
2: for i in len(edges) do
3: info[i]  f `parent':`',`children':[],`lists':[] g . updating dictionary by keys
4: end for
5: for e in edgesdo
6: info[e[0]][`children'].append(e[1]) . assigning second item of edge list as child
7: info[e[1]][`parent']=e[0] . assigning �rst item of edge list as parent
8: end for
9: function EvaluateCNPs (node = 0)

10: if length of info[node]["children"] > 0 then
11: for childNode in info[`node`][`children'] do
12: �  [] . Initialize CNPs lists
13: for list in info[childNode][`lists'] do
14: option  random.choice . randomly choosing an option
15: if option is addition then
16: New lists  addition (list)
17: else if option is deletion then
18: New lists  deletion (list)
19: else if option is no change then
20: New lists  nochange (list)
21: end if
22: � .append(New lists) . appending the updated CNPs list
23: end for
24: info[childNode]["lists"]= �
25: EvaluateCNPs (node = childNode )
26: end for
27: end if
28: end function
29: return info . returning info dictionary of the tree with updated CNPs



71

Figure 5.2 The generation of CNAs and SNVs from a parent node to a child node. (a)
each chromosomal \bin"bi has two alleles, each with a point mutation. (b) a random tree
topology is generated. (c) with respect to its parent 0, in this child 2, the binb1 undergoes
a deletion of the second copy [2] (and accumulation of SNV 1 in copy [6]), binb2 undergoes
an addition: duplication of copy [8] (and accumulations of SNVs 7, 10 and 11 in all existing
and newly created copies), and binbm undergoes a duplication of copy [9] along with added
SNVs in each copy).

Figure 5.3 Cancer progression tree visualization with CNAs and SNVs

5.2 Experimental Setup

The experimental pipeline was built using Snakemake (87). The tool and the pipeline are

available online for reproducibility.1

1https://github.com/murraypatterson/scDNA-seq-sim
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5.2.1 Simulating SCS Data

With our tool, we simulated a total of 50 trees, each withn = 20 nodes, where each tree

was generated consideringm = 2 bins. At the initial stage, the number of copies was set to

two, while the number of SNVs in each new step was set to one. This results in an average

number of total mutations of 80 (20 nodes� 2 bins � 2 alleles with one SNV added for each

allele, and given that an addition is as likely as a deletion), which was the maximum number

we could consider for each phylogeny inference tool to complete in a reasonable amount of

time (of 24 hours on a single input).

We then attached 100 cells randomly to the 20 copy number pro�les (CNPs) of each

tree, each cell being \sampled" from the clone represented by the CNP | similarly, 100 was

the maximum number of cells we could consider to ensure timely phylogeny inference. To

simulate a real-case scenario, we then added noise to these 100 cells according to typical false

negative (� = 0:1), false positive (� = 10� 4) and dropout (� = 0:2) rates (55; 27; 79). Note

that a false negative constitutes 
ipping a non-zero entry to zero, a false positive (which is

rare) 
ipping a zero entry to one (the most common multiplicity), and a dropout setting the

entry to unknown (?). The process resulted in essentially a mutational (SNV) pro�le | a

matrix of 100 cells by 80 mutations (on average) with multiplicities. Since the tree represents

the underlying ground truth process which generated this observed mutational pro�le, the

goal is then to see how well di�erent cancer phylogeny inference methods infer such a tree.
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5.2.2 Cancer Phylogeny Inference Methods

To evaluate our implemented system, we employed three methods that utilize some combi-

nation of CNAs and SNVs for phylogeny tree reconstruction. These methods were chosen,

because they follow a trajectory of increasing generality in terms of the data considered

and/or models used. The details of each method are as follows:

SCITE. (56) is a computational algorithm that deduces a tumor's evolutionary history

from single-cell mutation pro�les using a 
exible Markov chain Monte Carlo (MCMC) ap-

proach. It considers the noise and incompleteness of these pro�les due to experimental factors

and sequencing errors. Although SCITE constructs a phylogeny based solely on mutational

pro�les, without multiplicity information, it addresses noise-related issues, partially account-

ing for the e�ects of copy number aberrations (CNAs). It's particularly valuable for studying

tumor heterogeneity due to its noise-handling capabilities and accurate reconstructions.

SASC. (26) (Simulated Annealing Single-Cell inference) is a computational method de-

signed to infer cancer progression from Single-Cell Sequencing (SCS) data while considering

mutation losses using the Dollo-k model. The goal of SASC is to reconstruct the evolutionary

trajectory of cancer cells and identify the sequence of mutational events that occur during

tumor development. SASC makes use of only the mutational pro�les (without multiplicities),

however it attempts to build a Dollo-k phylogeny (40) (and also allowing for some noise).

Since a Dollo-k phylogeny allows for some backmutations (k backmutations per site, to be

precises), this more explicitly accounts for the artifacts (62) of CNAs.

PhISCS. (79) (Phylogeny Inference using Subclonal Copy number and Single-cell se-
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quencing data) is a computational method that reconstructs tumor phylogenies by inte-

grating single-cell and bulk sequencing data. It combines single-cell data for SNVs and

bulk data for CNAs to capture tumor heterogeneity and subclonality. PhISCS is the most

comprehensive among methods like SCITE and SASC, utilizing mutational pro�les (with-

out multiplicities) along with CNAs information from matched bulk sequencing. Its model

accommodates mutational loss in the phylogenetic tree if supported by CNAs in the bulk

sample.

5.2.3 Running the Experiments

Since the simulation process resulted essentially in mutational (SNV) pro�les with multiplic-

ities, we needed to transform this into the appropriate input for each tool. To produce the

mutational pro�le (without multiplicities) which is taken as input by all methods, we simply

cast all multiplicities to 1 in our simulated mutational pro�les (with multiplicities), that is,

by setting all entries > 1 to 1, retaining absence (0) and dropout (?) entries. To produce

the matched bulk sample for PhISCS, following the format in the example on its GitHub

webpage2, we set columnMutantCount to the multiplicity of the mutation in the simulated

pro�le, and ReferenceCount to 5 times the maximum multiplicity of any mutation, to ensure

a large enough reference readcount (see Snakemake pipeline for details).

Then, for SCITE, we ran it with parameters � = 0:1, � = 10� 4 with a MCMC chain

length -l <INT> of 900000 following its GitHub webpage3. For SASC, we ran it with param-

eters � = 0:1, � = 10� 4, k = 1 (allowing for a Dollo-1 phylogeny), andd = 5, the expected

2https://github.com/sfu-compbio/PhISCS
3https://github.com/cbg-ethz/SCITE
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number of total mutational losses in the tree, according to (27).

5.2.4 Evaluating the tree inference

Another reason for choosing these methods is that they are easy to use, and output directly a

tree in Graphviz format4. This allowed comparison to the simulated ground truth tree from

whence the input data were generated. To assess the accuracy, (TP + TN)=(TP + TN +

FP + FN ), we used the Ancestor-descendant accuracy and the di�erent lineages accuracies,

which compute the four rates as follows:

Ancestor-descendant accuracy. For each pair of mutations in an ancestor-descendant

relationship in the ground truth tree, it is a true positive (TP) if it is also conserved in the

inferred tree, and a false negative (FN ) otherwise. Conversely, if a pair of mutations arenot

in an ancestor-descendant relationship in the ground truth tree, but are in such a relationship

in the inferred tree, it is a false positive (FP), otherwise it is a true negative (TN).

Di�erent lineages accuracy. This measure is analogous to the ancestor-descendant

accuracy, except for that it concerns pairs of mutations which are in di�erent lineages. Note

that a pair of mutations is either in an ancestor-descendant relationship or a di�erent lineages

relationship.

5.3 Results and Discussion

In this section, we �rst report some statistical properties of the data simulated by our tool,

and then the results of evaluating SCITE, SACS and PhISCS on this simulation.

4https://graphviz.org/
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Properties of the simulated data. We �rst mention a few statistical properties of

the data that were generated with our simulator. A mutational pro�le with multiplicities

had 100 cells (by design) and an average (� std.dev.) of 79:74 (� 23:91) mutations, and

had mutational multiplicities ranging between 2 and 5. The average number of mutational

losses (mutations which are present in some copy number pro�le in the parent, but absent

in the child) was 21:60 (� 5:90) on average (� std.dev.), which is rather high. Finally, k

(in the Dollo-k model, that is, the maximum number of losses of a particular mutation on

independent branches of the tree) was 3 on average, which is also rather high. Note that

this can be tuned by adjusting the probability that a deletion operation occurs. Finally,

while the simulator models losses, it does not model recurrences (the apparition of the same

mutation on independent branches of the tree), however, this could be easily added as well.

Phylogeny inference methods. Of the 50 inputs, 5 of them could not complete with

PhISCS in the 24-hour time limit imposed, none of which had outlying statistical properties,

of those reported above. We report all results on the remaining 45 inputs. Figure 5.4 depicts

the distribution of the ancestor-descendant and di�erent lineage accuracies, respectively, of

the methods on the 45 trees in the form of box plots. Not surprisingly, the most general

method, PhISCS, which uses information from both SNVs and CNVs is able to perform as

well as, or better than, the other two methods. It should be noted, however, that PhISCS

incurred much higher runtimes than the other two methods as well. Finally, while it is not

surprising that SASC performed among the best on the di�erent lineages accuracy, it is

surprising that it performed less well on the ancestor-descendant accuracy measure. This
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could be due to the elevated number of losses (and ak of 3 on average). Because of this,

we also ran SASC with parameterd unset (which is unbounded by default), and the trees it

inferred had an average number (� std.dev.) of 22:18 (� 7:82) losses, which is quite close to

the true number of losses in ground truth. The ancestor-descendant and di�erent lineages

accuracies did not change much in this case, however.

(a) (b)

Figure 5.4 The distribution of Ancestor-Descendant (resp. Di�erent lineages) accuracy of
each tree inference method on the datasets in the form of a box plot.

In this study, we present a novel simulator for cancer phylogenetic trees. Our approach

aims to accurately simulate the progression of cancer by incorporating patterns of CNAs and

SNVs. We evaluate the e�ectiveness of our implemented method by utilizing the simulated

trees as input for three well-known phylogenetic tree reconstruction methods. This allows us

to assess the performance and reliability of our simulator in capturing the complex dynamics

of cancer progression. We believe this is a start in the right direction of benchmarking cancer

phylogeny inference from scDNA-seq/bulk sequencing data.
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CHAPTER 6

CONCLUSION

This study presents innovative approaches for clustering and classifying biological sequences

speci�cally protein sequences. We implemented feature vector representations with feature

selection methods for SARS-CoV-2 spike protein sequences, achieving high-quality clustering

with low runtime using the k-means algorithm. Additionally, our work introduced e�cient

feature embedding methods, ViralVectors showing superior performance in various classi�-

cation and clustering scenarios. Moreover, PseAAC encoding proved e�ective for accurate

TCR protein sequence classi�cation. Lastly, our novel approach utilizing sparse coding and

k-mers achieved state-of-the-art performance in cancer classi�cation, capturing essential bi-

ological features. Additionally, we present a novel simulator for cancer phylogenetic trees.

Our approach aims to accurately simulate the progression of cancer by incorporating patterns

of CNAs and SNVs. Overall, these techniques advance the analysis of biological sequences,

bene�ting viral and cancer research and facilitating e�ective diagnostic and therapeutic

strategies.

In the future, we plan to expand our work in the following directions:

ˆ Using low dimensional feature selection methods andk-means clustering shows pure

clustering while consuming the least amount of runtime. Then, one possible future

work is to use more data for the analysis.

ˆ ViralVectors is not only scalable to millions of sequences but is also, a general approach

that can be applied in any setting, and outperforms the traditional methods in most
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cases. One possible extension for the future is to extract multiple minimizers from each

short read in the case of the NCBI data and then compare it with the ViralVectors-

based embedding in which we are taking just one minimizer from each short read,

regardless of its size.

ˆ The PseAAC e�ectively captures physicochemical properties and local sequence in-

formation, generating comprehensive �xed-length feature vectors. To enhance clinical

adoption, future work will focus on the interpretability and explainability of the learned

features.

ˆ The invariant and robust properties of Sparse Coding make it a promising technique

for the analysis of biological sequences. Further research can investigate the potential

of sparse coding for other types of biological data analysis and explore ways to optimize

the method for di�erent cancer types and TCR sequences.

ˆ We initiate a benchmark, which can be built upon, by a simulator that models both

SNVs and CNAs jointly in generating an evolutionary scenario that can be interpreted

as a scDNA-seq/matched bulk sample pair. The simulator models the accumulations

of SNVs, and the duplication or deletion of chromosomal segments. We test this

simulation on three methods and the results are consistent with the generality of these

methods. Future work can focus on the integration of other genomic alterations such

as structural variants, epigenetic changes, and gene fusions which play signi�cant roles

in cancer progression.
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