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ABSTRACT

The utilization of extensive sequencing data is essential for exploration of computational chal-

lenges, particularly resolving clustering problems and simulating single- cell tumor evolution.

However, an abundance of sequencing information introduces its own set of distinctive compu-

tational hurdles. For example, clustering difficulties emerge when trying to categorize related

genetic sequences. This is crucial in understanding viral evolution, monitoring outbreaks, and

formulating effective vaccines. To overcome these challenges it is necessary to create special-

ized algorithms and computational models precisely crafted to suit the complexities inherent in

genomics data. Additionally, In the field of simulation of single-cell cancer tumors has emerged as

a crucial area of research. By replicating the genetic diversification and migration processes within

tumors, scientists gain unprecedented insights into cancer evolution. This simulation, rooted in

complex computational frameworks, allows for the prediction of tumor progression patterns and

the identification of critical genetic events. It represents a crucial step towards personalized cancer

treatment strategies and a deeper understanding of oncogenesis.

We introduce innovative approaches to extract valuable insights from the RNA virus sequenc-

ing data. The first method, Monte Carlo based clustering for the Reconstruction of Viral Variants.

The second method, ”Genetic Algorithm with Evolutionary Jumps,” is designed to pinpoint vari-

ants of concern that might not be readily apparent in the current viral population. Additionally, we

also put forth a novel tool for simulating tumor evolution from single-cell DNA sequencing data,

encompassing both Single Nucleotide Variations (SNVs) and Copy Number Aberrations (CNAs).

INDEX WORDS: Evolution, Knapsack Problem, Genetic Algorithm, Epistatic net-
work, Clustering, Entropy, Hamming distance, Monte Carlo opti-
mization, Viral genomic sequences, single-cell sequencing, tumor
phylogeny, single-nucleotide variants (SNVs), copy number aberra-
tions (CNAs), benchmarking
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CHAPTER 1

Introduction

Analyzing sequencing data through clustering poses a significant challenge. It demands special-

ized algorithms to group similar genetic sequences, a critical endeavor for understanding viral

evolution, tracking outbreaks, and designing effective interventions. simultaneously, the need for

single-cell cancer simulations is evident as this innovative approach, powered by computational

models, provides a virtual laboratory to explore the dynamics of cancer evolution, yielding invalu-

able insights into Single Nucleotide Variations (SNVs) and Copy Number Aberrations (CNAs).

In the vast field of genomics, viral genomics and cancer genomics two closely connected areas,

have risen to prominence. Viral genomics, fueled by the imperative to combat worldwide health

emergencies such as COVID-19, which provided us with a plethora of information analysing which

we can gain insights into its evolution and mutation patterns. At the same time, the ever-evolving

realm of cancer biology has driven forward remarkable progress in cancer genomics, exposing the

genetic complexities that drive tumorigenesis. These domains rely on advanced computational al-

gorithms and simulations, playing a crucial role in untangling the intricacies of infectious diseases

and gaining insights into the propagation of cancer.

The integration of viral and cancer genomics, along with the computational framework of sim-

ulations, holds the promise to transform our understanding of these biological domains. This

convergence opens avenues for revolutionary breakthroughs in the fields of public health and on-

cology.
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1.1 Computational Genomics

Computational genomics, particularly concerning viral and cancer sequencing, has unique chal-

lenges that intersect with computer science studies. Viral sequencing involves processing and

analyzing genetic information from viruses, which is essential for understanding their behavior,

mutations, and transmission patterns. However, this task presents distinct computational hurdles.

Firstly, the sheer volume of viral sequencing data generated, especially in the context of a pandemic

like COVID-19, requires robust storage infrastructure and efficient algorithms for processing. Ad-

ditionally, ensuring the accuracy and reliability of viral sequences is crucial, as errors or artifacts

can lead to misinterpretations. The rapid evolution of viruses further complicates the analysis, de-

manding agile computational methodologies capable of keeping pace with emerging viral variants.

Therefore, computational genomics in the context of viral sequencing not only requires cutting-

edge algorithms but also a deep understanding of the unique challenges posed by viral genetic

data. This interdisciplinary approach is crucial for harnessing the full potential of viral sequencing

in advancing our knowledge of infectious diseases.

1.2 Computational Challenges in RNA Viral Genomics

Challenges in Viral Genomics arise predominantly from the distinctive characteristics of RNA-

based viruses. These challenges encompass several key aspects. Firstly, RNA viruses exhibit a

high mutation rate, leading to rapid genetic diversity within infected hosts. This diversity makes

it difficult to establish a definitive reference genome for analysis. Moreover, the single-stranded

nature of RNA sequences renders them more susceptible to degradation and presents complexi-
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ties in computational handling, particularly in environments optimized for double-stranded DNA.

Additionally, RNA genomes tend to be shorter in length compared to their DNA counterparts,

demanding specialized computational techniques for their effective assembly and analysis. The

natural tendency of RNA molecules to form intricate secondary structures, these molecules can

fold back on themselves, creating loops, and other complex structures. These secondary structures

are crucial for the functionality of RNA molecules, as they can affect processes like translation and

interaction with other molecules which further adds to the computational complexity, influencing

the accurate interpretation of genetic information. Finally, the presence of modified bases in RNA

sequences introduces an additional layer of intricacy in computational analysis. Overcoming these

challenges requires the development of sophisticated computational tools and methods tailored

to the nuances of RNA-based viruses. These tools play a crucial role in unraveling the genetic

intricacies of these viruses, contributing significantly to advancements in computer science and

bio-informatics.

1.3 Challenges in Simulation of Cancer Clone Evolution

The challenges in simulating cancer clone evolution arise from the intricate computational mod-

eling required to accurately replicate the complex dynamics of tumor growth, mutation accumu-

lation, and cellular interactions. This involves developing algorithms that can effectively simulate

the diverse behaviors exhibited by cancer cells within a dynamic environment. The challenges

encompass several key aspects:

• Modeling Tumor Heterogeneity: Capturing the diverse genetic and phenotype traits within
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a tumor, including Single Nucleotide Variations (SNVs) and Copy Number Aberrations

(CNAs), demands sophisticated computational techniques.

• Dynamic Environment: Simulating the tumor micro-environment, which includes inter-

actions between cancer cells, immune cells, and other supporting tissue elements, requires

algorithms that can adapt to evolving conditions.

• Scaling Complexity: As tumors grow and evolve, the computational complexity of simu-

lating their behavior increases exponentially. This necessitates efficient algorithms capable

of handling large-scale simulations.

• Incorporating Biological Realism: Ensuring that the simulated behavior aligns with known

biological principles is crucial. This includes accurately representing cellular behaviors,

mutation rates, and response to therapeutic interventions.

The difficulty lies in the need to strike a balance between computational efficiency and biological

accuracy. Achieving a realistic simulation of cancer clone evolution requires sophisticated algo-

rithms that can capture the nuances of cellular behavior, genetic alterations, and environmental

interactions. Additionally, the sheer scale and complexity of these simulations present computa-

tional challenges, requiring specialized techniques to handle the computational load. This inter-

section of biology and computer science demands innovative approaches to effectively model and

study cancer evolution.
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1.4 Contributions

In this dissertation discuss about the research projects which enhance and/or improve the currently

available methods in the field of clustering and single cell sequencing which aim to gain better

insights from the sequenced data.

In the first work we developed Monte Carlo methods for clustering sets of aligned viral genomic

sequences. The methods are scalable to millions of sequences and is made even faster without

significant loss of accuracy by picking a subset of tags with maximum entropy to represent the

sequences. We have shown that both minimum entropy and minimum Hamming distance Monte

Carlo clustering methods discern the meaningful information from sequencing data and that both

clustering methods consistently converge to similar clusterings across different runs. Finally, we

have shown that Monte Carlo clusterings achieve more accurate reconstruction of intrahost viral

populations.

In the second we enhanced genetic algorithm with evolutionary jumps which simulated punc-

tuated equilibrium phenomenon observed in SARS-CoV-2 sequencing data. We validated the en-

hanced genetic algorithm on hard instances of the 0-1 Knapsack Problem. Genetic algorithm for

the Knapsack Problem was first improved by using repairing and packing method. We further

enhance GA with evolutionary jumps that were implemented using CliqueSNV. Our experiments

showed that evolutionary jumps significantly improve GA on very hard instance of the 0-1 Knap-

sack Problem.

Finally, we present a novel simulator for cancer phylogenetic trees. Our approach here aims to

accurately simulate the progression of cancer by incorporating patterns of CNAs and SNVs. We
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evaluate the effectiveness of our proposed method by utilizing the simulated trees as input for three

well-known phylogenetic tree reconstruction methods. This allows us to assess the performance

and reliability of our simulator in capturing the complex dynamics of cancer progression.
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CHAPTER 2

Reconstruction of Viral Variants via Monte Carlo Clustering

2.1 Introduction

Clustering viral sequences is crucial in characterizing the composition and structure of intrahost

and interhost viral populations, which are significant factors in disease progression and epidemic

spread. In the case of intrahost populations, clustering enables us to identify the various viral vari-

ants present in a patient, including minor low-frequency variants that can cause immune evasion,

drug resistance, and an increase in virulence and infectivity5,24,33,40,86,13,93. These minor variants

are often responsible for transmissions and the establishment of infection in new hosts. Therefore,

clustering viral sequences not only provides a better understanding of the virus’s behavior but also

aids in the development of effective control strategies14,35,94.

On the other hand, clustering viral populations across different hosts provides valuable insights

into major strains of closely related viral samples. This information is particularly helpful in

tracking transmissions and informing public health strategies11. By clustering viral sequences,

we can identify the source of an outbreak and determine whether it is present in the sampled

population. Clustering can also indicate whether two viral samples belong to the same outbreak

and whether one infected the other73. As a result, accurate characterization of viral mutation

profiles from infected individuals through clustering is essential for viral research, therapeutics,

and epidemiological investigations.

Viral sequences can be thought of as vectors of categorical data, as they are composed of strings

from a fixed nucleotide alphabet. In the optimal clustering scenario, the sequences within a cluster
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are as homogeneous as possible at each site. Traditionally, this is accomplished by minimizing

the Hamming distances between sequences within a cluster or by minimizing the distances to the

cluster’s consensus21. However, Hamming distance assumes that all mutations at all sites are of

equal cost, which may not be true in reality. Furthermore, Hamming distance does not consider

the distribution of values within a given category, treating all mismatches as equal. To address

these shortcomings of Hamming distance, in this paper we propose, as an alternative, the use of

entropy for clustering viral sequences. Unlike Hamming distance, entropy takes into account the

distribution of nucleotides at each site, enabling us to capture different types of mismatches.

This paper proposes a Monte Carlo (MC) optimization method for clustering viral sequences

by minimizing either the total Hamming distance or the total entropy. The MC method repeatedly

improves an initial clustering by attempting to randomly move a sequence between clusters and

accepting such move if it reduces Hamming distance or entropy.

To improve runtime and ensure that the method is scalable to very large datasets, we incorporate

a tag selection preprocessing step, which chooses a smaller predefined number of sites with the

highest site entropies. We show that this enhancement results in a significant reduction in runtime.

We have validated the effectiveness of our MC clustering method on real viral sequencing

datasets. We estimate the amount of meaningful information extracted by the clustering. Fur-

thermore, we demonstrate stability of the MC method by showing that it converges to similar

clusterings across multiple runs.

We also show that the MC clustering method enhances the CliqueSNV tool57. We apply MC

clustering to haplotypes produced by CliqueSNV for HIV intrahost sequencing benchmarks and
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obtain better characterizations of the intrahost populations.

2.2 Methods

In this section, we begin by reviewing the definitions of entropy and Hamming distance measures

for clusterings of set of aligned viral sequences. We then present a Monte Carlo clustering algo-

rithm that is a modification of a previously proposed algorithm from Li et al. 62 . This algorithm

can use either entropy or Hamming distance as the measure to minimize. Finally, we describe a

preprocessing step of tag selection, which significantly reduces the runtime of the algorithm by

selecting the highest entropy sites to represent the sequences.

2.2.1 Entropy Based Clustering of Viral Sequences

We consider aligned viral sequences as vectors of categorical data, where the categories are the

sites along the sequences, and the values are the letters of the nucleotide alphabet {A, C, G, T}, not

counting the gap symbol (-).

The entropy of a set of sequences at a site quantifies homogeneity of the values at this site: it is

lower when a single value is highly frequent, and it is higher when all values are equally frequent.

Summing over all sites, we measure homogeneity of the set of viral sequences. Given a clustering

of a set of aligned viral sequences, we can do this for every cluster to obtain a measure of similarity

within each cluster.

In Juyal et al. 50 , the entropy of a cluster is defined as the sum of site entropies within this

cluster, and then the entropy of the clustering is the sum of cluster entropies weighted by clusters’

relative sizes.
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In Li et al. 62 , the authors prove that clustering entropy defined in this way is a convex function,

allowing any optimization procedure to reach a global minimum. Therefore, minimizing cluster-

ing entropy is a valid objective for applying minimization techniques to clustering aligned viral

sequences.

2.2.2 Hamming Distance Based Clustering of Viral Sequences

The Hamming distance of a clustering was also defined in Juyal et al. 50 in a similar fashion.

The Hamming distance at a site is total Hamming distance from the consensus letter at his site;

effectively, it is the total frequency of all letters different from the consensus one at this site.

Then the Hamming distance of a cluster is defined as the sum of site Hamming distances, and the

Hamming distance of the clustering is the sum of cluster Hamming distances.

2.2.3 Monte Carlo Optimization Algorithm

In Juyal et al. 50 , the authors describe an algorithm implementing a Monte Carlo optimization

method, with certain modifications that are intended to reduce its runtime and improve the quality

of the clusterings it produces.

Given an initial clustering of a set of viral sequences, Monte Carlo optimization attempts to

apply random changes, accepting a change only if it improves the objective. In this case, the

objective is to minimize either the clustering entropy or the clustering Hamming distance.

The algorithm in Juyal et al. 50 starts with an initialization phase, where it computes nucleotide

counts for each column in each cluster. These counts are then used to compute the values of the

entropy or the Hamming distance for each cluster, as well as the overall clustering entropy or
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Hamming distance.

Then the algorithm enters an optimization loop by repeatedly attempting a trial step, which

will be accepted or rejected depending on whether it sufficiently improves the objective. Each trial

step amounts to picking a random sequence s from a randomly selected cluster A and moving it to

another randomly selected cluster B. If the relative entropy reduction from this move is positive

and higher than a predefined threshold value, the move is accepted; otherwise, the move is rejected

and the clustering is reverted to its previous state (i.e., the sequence s is returned to cluster A).

The algorithm terminates if no moves are accepted for a sufficiently long time, i.e., if there are

no changes for a certain predefined number of consecutive iterations of the trial loop.

2.3 Clustering of Inter/Intrahost Viral Populations

We validate the Monte Carlo clustering optimization method by estimating improvement over an

existing clustering technique. To that end, we apply this algorithm to clusterings obtained from the

CliqueSNV tool57.

2.3.1 Datasets

We validate our entropy based and Hamming distance based Monte Carlo clustering methods on

four datasets: two interhost benchmarks of the SARS-CoV-2 virus and two intrahost benchmarks

of the HIV virus, see Table 2.1.



12

2.3.1.1 Interhost viral sequencing benchmarks

We use two datasets of SARS-CoV-2 sequences introduced in Melnyk et al. 74 . For both datasets,

we applied CliqueSNV to obtain an initial clustering.

Interhost D1: This dataset encompasses all the sequences that were submitted to the global GI-

SAID viral database55 between December 2019 and the beginning of March 2020. It com-

prises a total of 3688 aligned SARS-CoV-2 sequences, each 29891 nucleotides long. The

initial clustering of this dataset consists of 28 clusters produced by CliqueSNV.

Interhost D2: This dataset includes all sequences submitted to the UK-based EMBL-EBI 29 database

from the end of January 2020 to the end of December 2020. It consists of 148000 aligned

SARS-CoV-2 sequences, each 29903 nucleotides long. CliqueSNV produced an initial clus-

tering of this dataset consisting of 15 clusters.

2.3.1.2 Intrahost viral sequencing benchmarks

We use two datasets HIV2 (Intrahost D3) and HIV5 (Intrahost D4) of HIV sequences with 2 and

5 true haplotypes, respectively, introduced in Knyazev et al. 57 . For both datasets, we applied

CliqueSNV to obtain an initial clustering.

Intrahost D3: This dataset contains 49988 Illumina MiSeq 2 × 300 bp paired reads from the

1074 bp long region of HIV known protease and reverses transcriptase genes. The initiasl

clustering of this dataset consists of 45 haplotypes produced by CliqueSNV for the threshold

frequency of TF = 0.001 and 27 haplotypes for TF = 0.002.
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Table 2.1 Four sequencing datasets of SARS-CoV-2 and HIV.

Dataset Data type Virus
Number of input

sequences
Type of input

sequences

Number of true
sequences or

clusters

D1 Interhost SARS-CoV-2 3688 Full genomes 28

D2 Interhost SARS-CoV-2 148000 Full genomes 15

D3 Intrahost HIV 49988 Illumina reads 2

D4 Intrahost HIV 711228 Illumina reads 5

Intrahost D4: This dataset contains 711228 Illumina MiSeq 2 × 250 bp paired reads from the

9275 bp long region of HIV known protease and reverses transcriptase genes.

These updated datasets provide a significant number of aligned sequences for each HIV type,

allowing for more in-depth analysis of genetic variations and clustering using the CliqueSNV

method.

2.3.2 Distinguishing Signal from Noise

We estimate the amount of meaningful information extracted by the clusterings obtained by our

Monte Carlo optimization method. To distinguish between sample-specific noise and meaningfully

extracted information, we run our method on a perturbed version of the input with the same starting

entropy. For this experiment, we use the D1 dataset with 3688 sequences, alongside the initial

clustering from CliqueSNV of 28 clusters.

The permutation procedure is as follows. Within each cluster, every site is shuffled into a
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random permutation. Importantly, by respecting clusters during permutation, the initial nucleotide

frequencies within each site in each cluster stay the same. Thus, the permuted input has the same

starting entropy as the original input; what changes is the haplotypes being clustered.

We run the program on both of these inputs for exactly 100000 Monte Carlo trials each, ac-

cepting all moves that reduce entropy. We compare the resulting entropy reductions between the

two runs. Any entropy reduction present in the permuted data is sample-specific noise extracted by

our method, while the difference in resulting entropies between the original and permuted inputs

corresponds to the amount of meaningful information extracted by our method.

2.3.3 Stability of Monte Carlo Clustering

Now we evaluate the robustness of our method against slight permutations of the input data as

well as changes in random seed. Rather than completely shuffling each site, we only shuffle a

small percentage p of nucleotides at each site. We still respect clusters when permuting the data,

to ensure that nucleotide frequencies in each site in each cluster remain unchanged.

We chose two values of p to create slightly permuted data sets for validation, p = 1% and

p = 5%, to be compared with the original data with 0% permutation. For each of the three datasets

(two permuted and one original), we run our method three times, on two different objectives:

first minimizing entropy, and second minimizing Hamming distance between sequences and their

cluster consensus. As a result, for each degree of permutation and for each Monte Carlo objective,

we obtain three clusterings.

The Rand index, which quantifies the degree of agreement between two clusterings, is mea-

sured between the initial clustering and each of the resulting clusterings, to get a sense of how far
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away the resulting clusterings have moved from the initial one under varying degrees of permu-

tation. Further, we also measure the Rand index between the resulting clusterings, to determine

whether the proposed method converges to similar clusterings across multiple runs.

2.3.4 Enhancing CliqueSNV with Read Clustering

In this section we show how we enhance CliqueSNV to more accurately recover intrahost haplo-

types from Illumina sequencing data. Since the MC clustering requires full-length genomes, we

fill all uncovered regions with dashes, see Figure (2.1). Here each dash represents a single unde-

termined nucleotide. If the paired reads overlap, then we also replace the mismatched sites within

the overlap with dashes, Figure (2.1b).

Figure 2.1 Illumina paired reads aligned to the full length reference genome. All uncovered posi-
tion are filled with dashes (a). If the paired reads overlap, then any mismatched positions in the
overlap are replaced with a dash (b).
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CliqueSNV outputs a set of haplotypes with their frequencies. The CliqueSNV clustering is

obtained by assigning each read to the closest haplotype with the highest frequency, i.e., if a read

is within the same minimal Hamming distance to multiple haplotypes, it is assigned to the most

frequent one. The updated haplotypes are consensuses of the resulting clusters.

We initialize entropy and Hamming distance clusterings with the CliqueSNV clustering and

update them using the Monte Carlo algorithm.

2.3.5 Validation Metrics for Viral Population Inference

2.3.5.1 Distance to the closest predicted haplotype (DCPH).

DCPH measures the quality of true haplotype prediction. For each true haplotype, we report the

Hamming distance, or the number of mismatches, to the closest predicted haplotype. For dataset

D3 we reported two numbers (Table 2.4), and for dataset D4 we report five numbers (Table 2.5).

2.3.5.2 Earth mover’s distance (EMD) between populations.

In order to simultaneously match haplotype sequences and their frequencies for true population

T and predicted population P , we allowed for a fractional matching when portions of a single

haplotype p of population P are matched to portions of possibly several haplotypes of T and vice

versa. Thus, we partition the frequency of p, fp, as fp =
∑

t∈T fpt, fpt ≥ 0, where each fpt denotes

the portion of p matched to t. Symmetrically, the frequency of each t, ft, is also partitioned as

ft =
∑

p∈P fpt. The matching error between haplotypes p and t is equal to the Hamming distance

between them and is denoted dpt. Finally, we choose the values of all fpt as to minimize the total

error of matching T to P . This is known as Wasserstein metric or the Earth Mover’s Distance
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between T and P 61,69:

EMD(T, P ) = min
fpt≥0

[∑
t∈T

∑
p∈P

fptdpt

]

such that ∑
t∈T

fpt = fp and
∑
p∈P

fpt = ft.

EMD is efficiently computed as an instance of the transportation problem using network flows.

Values of EMD can vary significantly over different benchmarks since they may have different

complexities, which depend on the number of true variants, the frequency distribution, the simi-

larity between haplotypes, sequencing depth, sequencing error rate, and many other parameters.

Hence, we measured the complexity of a benchmark as the EMD between the true population and

a population consisting of a single consensus haplotype104.

2.4 Results

We ran an implementation of the proposed MC clustering method on the cluster hardware consist-

ing of 128 cores Intel® Xeon® CPU E7-4850 v4 CPU @ 2.10GHz, with 3 TB of RAM, running

Ubuntu 16.04.7 LTS.

2.4.1 Distinguishing Signal in Clustering

By minimizing entropy on the permuted data, we find that the method reduces entropy to 29.62,

while on the original, unshuffled data the method reaches a much lower entropy of 24.77 (Ta-

ble 2.2). This difference in the entropies of resulting clusterings, 29.62 − 24.77 = 4.85, accounts

for the amount of meaningful information, which is not noise, that our method was able to extract
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from the real data.

For the entropy and Hamming distance, we report the average, the minimum and the standard

deviation σ achieved over 20 runs for the benchmark D1 and for the benchmark D3 (TF = 0.001,

TF = 0.002).

Notice that the standard deviation σ for the original unpermuted data is significantly smaller

than for the permuted data.

2.4.2 Stability of Monte Carlo Output

Table 2.3 shows the results of stability validation, in which we compare clustering similarity for

various degrees of permutation of the input data.

The second column in Table 2.3 compares the resulting clusterings to the initial clustering.

Without any permutations, the resultant clustering moves significantly further away from the ini-

tial one, giving a Rand index of 0.93. As the permutation degree increases, we observed that the

clusterings produced by the Monte Carlo algorithm do not move as far away from the initial clus-

tering; in other words, even after Monte Carlo was applied, the resulting clusterings had a high

degree of agreement with the initial clustering.

The third column in Table 2.3 gives the average Rand index between multiple runs of Monte

Carlo for a given permutation. We see that for all degrees of permutation, the method stably

converges towards similar clusterings, with Rand index scores of 0.97–0.98. The same trends can

be observed when using Hamming distance to cluster toward the consensus as the objective, as

shown in the fifth column.
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2.4.3 Monte Carlo Clustering Enhancement of CliqueSNV

Tables 2.4 and 2.5 compare the performance of CliqueSNV with three clustering methods: CliqueSNV

clustering, entropy MC clustering, and Hamming distance MC clustering. Both tables show the

numbers of haplotypes or clusters, the values of the earth mover’s distance (EMD) between the

true and predicted haplotypes, and the distances to the closest predicted haplotype (DCPH) for

each true haplotype.

For the benchmark D3 (see Table 2.4). for the both TF = 0.001 and TF = 0.002, the original

CliqueSNV matches the second haplotype exactly and predicts the first haplotype with a single

mismatch. While clustering methods lose to the original CliqueSNV for TF = 0.001, they match

the quality of CliqueSNV for TF = 0.002.

For the benchmark D4, CliqueSNV produced 13 haplotypes for the threshold frequency of

TF = 0.05 (Table 2.5). Here, Monte Carlo clusterings improve ove r both CliqueSNV and

CliqueSNV clustering in matching true haplotypes (DCPH).

EMD to the true solution is smaller for CliqueSNV than for the clustering methods because

CliqueSNV more accurately estimates hyplotype frequencies using the expectation-maximization

method.

Figures (2.2), (2.3), and (2.4) show how the clustering entropy decreases with the number of

Monte Carlo moves. Note that for larger datasets the entropy reduction is relatively smaller.
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Figure 2.2 Entropy reduction for benchmark D3, with the threshold frequency of TF = 0.001.

Figure 2.3 Entropy reduction for benchmark D3, with the threshold frequency of TF = 0.002.

2.5 Conclusions

We have developed Monte Carlo methods for clustering sets of aligned viral genomic sequences.

The methods are scalable to millions of sequences and is made even faster without significant loss

of accuracy by picking a subset of tags with maximum entropy to represent the sequences. We
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Figure 2.4 Entropy reduction for benchmark D4, with the threshold frequency of TF = 0.05.
Entropy decreased by approximately 0.6%.

have shown that both minimum entropy and minimum Hamming distance Monte Carlo clustering

methods discern the meaningful information from sequencing data and that both clustering meth-

ods consistently converge to similar clusterings across different runs. Finally, we have shown that

Monte Carlo clusterings achieve more accurate reconstruction of intrahost viral populations.
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Table 2.2 Results after running Monte Carlo clustering optimizing entropy and
Hamming distance over three datasets.

Benchmarks D1 D3, TF=0.001 D3, TF=0.002

Entropy

Initial 31.524 846.19 875.22

Unpermuted

Avg 24.77 616.56 708.72

Min 24.7 599.16 708.72

σ 0.049 12.28 8.28

Permuted

Avg 29.65 779.3 860.54

Min 28.6 701.23 839.07

σ 0.7 55.2 15.18

Entropy reduction over permuted data 3.95 102.05 130.35

Hamming distance

Initial 1008.41 59165.26 176293.27

Unpermuted

Avg 373.14 34935.99 96535.57

Min 369.14 34815.03 93919.13

σ 2.82 85.53 1850.1

Permuted

Avg 770.39 44719.8 135549.43

Min 689.97 43675.66 124817.3

σ 56.56 738.31 7588.76

Distance reduction over permuted data 320.83 8860.63 30898.17
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Table 2.3 Clustering similarity (Rand index) across three choices of
the degree of permutation. The method was run three times for each
permuted instance, each run consisting of 100000 Monte Carlo trials.
Reported are average Rand index similarity of the resulting cluster-
ings to the initial clustering, as well as between resulting clusterings.

% permutation

Cluster similarity (Rand index)

Entropy Hamming distance

With original With runs With original With runs

0 0.936476 0.970195 0.936114 0.970135

1 0.978898 0.979435 0.936126 0.970374

5 0.980458 0.980688 0.936180 0.970616
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Table 2.4 Results for CliqueSNV with minimum frequencies 0.1% and
0.2% run on the benchmark D3, and for enhancements by CliqueSNV clus-
tering, entropy MC clustering, and Hamming distance MC clustering. We
report the number of haplotypes/clusters, earth mover’s distance (EMD)
to the true sequences, and distance from the closest predicted haplotype
(DCPH).

Benchmark D3, TF = 0.001

Method # haplotypes/clusters EMD DCPH

CliqueSNV 45 3 [1, 0]

CliqueSNV clustering 45 19 [5, 0]

Entropy MC clustering 45 49 [5, 21]

Hamming distance MC clustering 45 7 [5, 11]

Benchmark D3, TF = 0.002

Method # haplotypes/clusters EMD DCPH

CliqueSNV 27 2 [1, 0]

CliqueSNV clustering 27 27 [0, 3]

Entropy MC clustering 27 61 [0, 1]

Hamming distance MC clustering 27 7 [0, 1]
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Table 2.5 Results for CliqueSNV with minimum frequency 5% run on the
benchmark D4, and for enhancements by CliqueSNV clustering, entropy MC
clustering, and Hamming distance MC clustering. We report the number of
haplotypes/clusters, earth mover’s distance (EMD) to the true sequences, and
distance from the closest predicted haplotype (DCPH).

Benchmark D4, TF = 0.05

Method # haplotypes/clusters EMD DCPH

CliqueSNV 13 243 [3, 1, 9, 7, 1]

CliqueSNV clustering 8 294 [1, 3, 2, 4, 3]

Entropy MC clustering 8 311 [2, 0, 6, 3, 2]

Hamming distance MC clustering 8 311 [2, 0, 6, 3, 2]
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CHAPTER 3

Genetic Algorithm with Evolutionary Jumps

3.1 Introduction

The unprecedented density of SARS-CoV-2 sequencing data allows to follow the viral evolution

much closer than in pre-pandemic time58,80. Epistatic networks of SARS-CoV-2 constructed on

GISAID data, contain densely linked subgraphs of mutations which correspond to known variants

of concern, and also allow us to predict and early detection of future variants77. The network has

non-additive phenotypic effects and their vertices are single nucleotide polymorphism(SNPs) and

its edges are correlated pair of mutations, where dense subgraphs have high density of connectivity

among their vertices. It is remarkable that altered phenotype of variants of concern (VOC) do not

appear gradually since one cannot observe intermediate variants containing substantial subsets

of mutations defining the VOC. Such phenomenon was previously observed in Paleontology and

referred as punctuated equilibrium. This phenomenon can be interpreted as if multiple correlated

mutations occur in a rapid succession, resulting in appearing of a novel variant which is relatively

distant from the closest representative of the current population. In this paper, we propose to apply

this evolutionary mechanism (referred as evolutionary jumps) to enhance genetic algorithm (GA).

Genetic algorithm mimics the natural evolution and select the fittest individuals which further

reproduce using genetic operators. The drawback of genetic algorithm as well as other local op-

timization methods that they can stuck in local minima. We propose to rectify this drawback by

applying evolutionary jumps when no significant improvement is achieved for several generations

by GA. Instead of dense subgraphs in the epistatic network, our approach is to find cliques that’s
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why we use C-SNV algorithm (C-SNV)56. It identifies cliques (maximal complete subgraphs) and

use them to assemble viral variants present in the sequencing data. When GA stuck for a num-

ber of generations, we run C-SNV on all individual solutions constructed so far to identify new

individuals with all mutations corresponding to identified cliques.

In order to evaluate the quality of the GA and compare with the proposed enhancements, we

applied it to hard instances of 0-1 Knapsack Problem recently proposed in49. Since the simple

GA solutions can be infeasible or extended, we first enhance GA with repairing and packing (GA-

RP) and then further introduce evolutionary jumps (GA-EJ). Our experiments show that GA-RP

significantly outperform the simple GA on all instances while GA-EJ further improves GA-RP for

harder instances, i.e., for cases where finding optimal solution requires large runtime and GA-RP

stuck significantly far away from the optimum.

Section 3.2 describes a genetic algorithm and proposed enhancements using evolutionary jumps.

Section 3.3 applies GA to the 0-1 Knapsack Problem and gives details of enhancing GA with re-

pairing and packing as well as evolutionary jumps. Section 3.4 describes hard problem instances

and compares results achieved by GA, GA with repairing and packing (GA-RP), and GA with

repairing and packing & evolutionary jumps (GA-EJ).

3.2 Genetic Algorithm with Evolutionary Jumps

3.2.1 Simple Genetic Algorithm

Genetic algorithm is a metaheuristic inspired by the process of natural evolution relying on biologi-

cally inspired operators such as mutation, crossover and selection76. GA is a heuristic search-based
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evolutionary algorithm developed by John Holland in 70’s. Holland developed an electronic or-

ganism named chromosomes consisting of binary encoded strings41 or unit entity known as gene.

Those randomly generated binary encoded strings based chromosomes are also called individual

solutions, and these potential solutions altogether are the initial population.

After the creation of initial population, evolution begins. The fitness function evaluation is

performed for each individual of the population. The fitness score represents the ability of the

individual to compete for mating and its quality in the solution. The individuals with higher fitness

values are chosen for mating pool, called parents. After selecting the best fitted individuals from

the population, selected individuals perform reproduction.

Crossover is a process of combining genetic material of parents by inheriting their traits in

offspring. Crossover randomly chooses a point or locus in the individuals and exchange before

and after sub-strings of individuals to create offspring. For example for single point crossover,

consider the two individuals and crossover point at the 5th position of the individual, shown in

Fig.3.1(a). The offspring 1 has first five genes from individual 1 and next five genes from individual

Figure 3.1 a) Two individuals are performing crossover. Red line represents the point of crossover.
b) Mutation is performed on 2nd, 5th, 8th and 9th gene of the individual.
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2. Similarly, offspring 2 has left side of genes from individual 2 and right side of genes from

individual 1.

After crossover, individuals undergo mutation. The mutation operator changes one or more

genes randomly. It changes the gene value from 1 to 0 or vice versa, shown in Fig.3.1(b). The

type of crossover, mutation and its probability can be defined and depends on the problem under

experimentation. Both the parents and the offspring now comprise the next generation of the

genetic algorithm, where the process repeats. GA terminates after the fitness is not improved for

predefined number of generations or number of generations exceeds a given number.

3.2.2 Punctuated Equilibrium and Epistatic Network of SARS-CoV-2

The genomic evolution of SARS-CoV-2 shows that the rate of mutations is not constant – the

gradual relatively slow evolution is replaced with brief and fast bursts resulting in emerging of new

viral variants with altered phenotypes including increased transmissibility. Such new variants (e.g.,

Alpha- and Omicron-variants) are referred as Variants of Concern (VOCs) or Variants of Interest

(VOIs)). This phenomenon has been labeled as punctuated equilibrium. It has been shown recently

that punctuated equilibrium events for SARS-CoV-2 which we refer to as evolutionary jumps can

be predicted from its epistatic network77.

Following77, we define an epistatic network as a graph with vertices corresponding to mutated

positions, e.g. single nucleotide polymorphisms (SNPs) or single amino-acid variations (SAVs).

Two vertices are connected if the mutations in the the corresponding positions i and j are signif-

icantly more frequently observed in the same haplotype than they are expected if the mutations

would be independent.
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Formally, let 0 and 1 denote the reference and mutated alleles in positions i and j, respectively.

Assuming that positions are biallelic, each possible haplotype h in positions i and j belong to the

set {00, 0110, 11} . Let Oh (resp. E(h)) be the observed (resp. expected) number of haplotypes h

in the sequencing data. It has been proved in77 that if haplotype 11 is not viable (does not produce

descendants), then

E00 ∗ E11 ≤ E01 ∗ E10 (3.1)

In the epistatic network we connect to vertices if the the corresponding haplotype 11 is viable, i.e.,

when the O00 ∗O11 is significantly larger than O01 ∗O10.

Recently, it has been shown that evolutionary jumps in SARS-CoV-2 evolution correspond to

dense subgraphs of the epistatic network77. Formally, the densest subgraph, i.e. the one with

the maximum ratio of edges over vertices, frequently consists of mutations that differentiate an

emerging viral variant from the reference. Therefore, rather than performing a random combination

of mutations, evolutionary jumps include multiple mutually linked mutations.

3.2.3 Enhancement of GA with Evolutionary Jumps

The genetic algorithm uses selection pressure to push future generations closer to the optimum,

with limited differences between consecutive generations. It can be observed that standard genetic

algorithm is prone to getting stuck in local minima, because crossovers and mutations alone are not

enough to escape them. Therefore, we propose to enhance the genetic algorithm with evolutionary

jumps. Evolutionary jumps involve the appearance of new individual solutions in the population,
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which include genes or mutations that are observed to be correlated in previous generations.

Our procedure decides when to perform evolutionary jumps by monitoring the fitness of the

best solution across generations. If the number of generations without fitness improvement exceeds

a predefined threshold, then the result of an evolutionary jumps are added to the next generation.

Instead of dense subgraphs in the epistatic network, our approach is to find cliques that’s why we

use C-SNV56. It identifies cliques (maximal complete subgraphs) and use them to assemble viral

variants present in the sequencing data.

3.3 Application of Genetic Algorithm with Evolutionary Jumps to the 0-1 Knapsack
Problem

3.3.1 The 0-1 Knapsack Problem

Given a set of items with weights and profits and a maximum capacity for the knapsack, the 0-1

Knapsack Problem asks for a subset of items that maximizes total profit without exceeding the

knapsack capacity. A solution to the 0-1 Knapsack Problem is a vector with binary coordinates

corresponding to items. The coordinate equals 1 when the corresponding item is selected, and 0

otherwise. We use the 0-1 Knapsack Problem as a benchmark to evaluate the performance of our

proposed improvement to the genetic algorithm.

3.3.2 Implementation of Genetic Algorithm

As a base implementation of the genetic algorithm, we employ the PyGAD genetic algorithm

Python library.32 An initial population is created by randomly generating solutions that fill the

knapsack up to capacity. For a fitness function, we use the sum of profits of the items included
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in the knapsack, unless the sum of their weights exceeds the knapsack capacity, in which case the

solution receives the minimum fitness of −1.

In each generation, a tournament selection procedure identifies high-fitting solutions to be par-

ents for the next generation. The chosen parents are grouped into pairs, and each pair is crossed-

over and randomly mutated to produce a pair of offspring for the next generation, as shown in

Fig.3.1. This procedure repeats for the given number of generations.

3.3.3 Repairing and Packing

Throughout the execution of the standard genetic algorithm on the 0-1 Knapsack Problem, solu-

tions frequently either exceed the knapsack capacity or are under-filled, meaning there are still

items remaining which can fit in the solution without bringing it over capacity. Rather than dis-

carding these solutions, we propose a procedure for repairing solutions that are over-filled, and for

filling solutions that are under-filled. We call this procedure repairing and packing, illustrated in

Fig. 3.2.

To repair and pack a given solution, the procedure begins by sorting the items of the problem

instance such that all items which are included in the solution (1s) come first, and all non-included

items (0s) come afterwards. Then, it randomly shuffles the included items and the non-included

items separately. Ordering the array in this manner allows us to consider the items in a random

order subject to constraint that all items included in the solution preceed those that are not included.

Our procedure repairs and packs solutions in a single pass through this sorted array of items.

The procedure starts a new, empty solution, and begins iterating the sorted items array. While

iterating through the included items region, it tries to add each item to the solution, and does so as
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long as the solution remains under capacity. If the item cannot fit (i.e., after its addition the total

capacity exceeds the upper limit), we change it to 0, removing it from the knapsack. This ensures

over-filled solutions will be brought back down to capacity. When we reach the non-included items

region of the sorted array, we try to add those items to the solution as well, and do so as long as

they fit. By applying the repairing and packing procedure, we can guarantee that solutions are not

over-capacity, and that there are no items remaining which could still fit in the knapsack.

We apply this procedure to each solution throughout the execution of the genetic algorithm. The

initial population, next generation offsprings, and evolutionary jumps solutions are all repaired-

and-packed according to this procedure, ensuring each solution is both feasible and maximally

filled.

1   0   1   0   1   0   0   1   1   0
 1        2        3        4        5        6        7        8         9       10

1   1   1   1   1   0   0   0   0   0

1   1   1   1   1   0   0   0   0   0

Input solution

Items sorted by 
inclusion

Items shuffled 
by inclusion

1   1   1   0   0   1   0   1   1   0Output solution

1   1   1   0   1   0   1   0   0   1Repairing and 
Packing

 1        3        5        8        9        2        4        6         7       10

 9        3        8        5        1        4        2       10       7       6

 1        2        3        4        5        6        7        8         9       10

 9        3        8        5        1        4        2       10       7       6

Figure 3.2 Repairing and packing procedure on an example instance of 10 items

3.3.4 Evolutionary Jumps Implementation

Evolutionary Jumps involve the introduction of new individuals to the genetic algorithm popula-

tion. These new solutions include items that are observed to be correlated in the past evolutionary
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history. Our procedure decides when to perform evolutionary jumps by monitoring the fitness of

the best solution across generations. Each time we observe 10 consecutive generations without

improvement to the best fitting solution, the evolutionary jump procedure is triggered.

To facilitate the evolutionary jumps, C-SNV is employed to find correlated pairs of mutations.

C-SNV is a tool which finds characteristic haplotypes to describe a set of input sequences. Inter-

nally, the tool implements a procedure for identifying pairs of mutations which are correlated by

high co-occurence in the input data.

Treating each solution vector as a sequence, we pass the entire evolutionary history, i.e, all

solutions from all generations so far, as an input to C-SNV, encoding 0 as A and 1 as C, using a

Fasta file format.

After finding correlated pairs of positions, C-SNV constructs an epistatic network over se-

quence sites with edges given by correlations, and finds cliques in this graph to reconstruct char-

acteristic haplotypes for the evolutionary history. Each clique relates a set of items which have

frequent pairwise co-occurrence. A haplotype is created from each clique, containing mutations

for the sites that appeared in the clique. C-SNV typically returns 2 − 10 haplotypes. For each

haplotype, we create a new knapsack solution to add to the population.

The procedure for creating knapsack solutions from C-SNV haplotypes begins with a solution

vector containing 1s where the haplotype had a 1. We observe 10 consecutive generations without

improvement towards the best fitting solution, then evolutionary jump procedure triggers. Then,

to each solution, we add the items included in the current best solution. In the result, the newly

created solutions are guaranteed to take the items where the C-SNV haplotype contained a 1 for
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that position, and then additionally, they take the items included in the best solution observed so

far, so long as those don’t bring it over capacity. The newly created solutions each represent an

evolutionary jump, and these solutions are added back to the genetic algorithm population, prior to

starting the next generation. The new solutions are added by replacing the currently worst-fitting

solutions with the new ones created by the jump procedure.

3.4 Results

3.4.1 Instances of the 0-1 Knapsack Problem

For validation of genetic algorithms on the 0-1 Knapsack Problem, we chose instances recently

generated in49. It was proposed a new class of hard problem and shown that they are hard to solve

to optimality. Many hard problem instances were not even possible to solve on a supercomputer

using hundreds of CPU-hours. Out of 3240 instances we have selected the first ten instances which

were solved to optimality.

The selected problem instances are listed in the Table 3.1 together with the nomenclature

from49. Different letters in the names of the instances represents;

• n: Number of items of a problem instance

• c: Capacity of the knapsack

• g: Number of groups of items of a problem instance

• f : Approximate fraction of items in the last group

• ε: Noise parameter



36

• s: Upper bound for profits and weights of items in the last group

The runtime for a solver to reach an optimal solution is given in the column Runtime. Note that

problem instances 1-5 are harder since they require significantly more runtime to reach optimality

then problem instances 6-10.

Table 3.1 0-1 Knapsack Problem Instances49

ID Problem Instance Optimal Fitness Runtime(sec)
1 n 1000 c 10000000000 g 10 f 0.1 eps 0.0001 s 100 9999946233 2943
2 n 1000 c 10000000000 g 10 f 0.1 eps 0.0001 s 300 9999964987 6474
3 n 1000 c 10000000000 g 10 f 0.1 eps 0.01 s 100 9999229281 555
4 n 1000 c 10000000000 g 10 f 0.1 eps 0.01 s 200 9999239905 742
5 n 1000 c 10000000000 g 10 f 0.1 eps 0.01 s 300 9999251796 896
6 n 1000 c 10000000000 g 10 f 0.1 eps 0.1 s 100 9996100344 17
7 n 1000 c 10000000000 g 10 f 0.1 eps 0.1 s 200 9996105266 18
8 n 1000 c 10000000000 g 10 f 0.1 eps 0.1 s 300 9996111502 26
9 n 1000 c 10000000000 g 10 f 0.1 eps 0 s 100 9980488131 74
10 n 1000 c 10000000000 g 10 f 0.1 eps 0 s 200 9980507700 96

3.4.2 Parameter Tuning

We tuned the parameters of the genetic algorithm and the evolutionary jump procedure to optimize

the output profit. In genetic algorithm, these parameters include the size of the population, number

of generations, mutation probability, and so on. For evolutionary jumps, the parameters include

the number of non-improving generations to wait before jumping, how sensitive C-SNV should be

to determine links, and more. To find the optimal parameters for our problem instances, we ap-

plied multiple parameter configurations to each problem instance 10 times, observing the average

performance under each configuration.

The finalized values of parameters are shown in the Table 3.2. Some parameters have several

values, e.g., we report GA for 500, 1000, and 1500 generations.



37

Table 3.2 Parameters Table

GA Parameter Value C-SNV Parameter Value
Population Size 1000 Jump Threshold 10
Num of Gen 500, 1000, 1500 Min.Gen.Wait 20
Num of Parents 500 Jump Type Global Best
Crossover type Single Point C-SNV Timeout 120sec
Parent Type Tournament Threshold.Freq 0.01
K-Tournament 3(default),25 Threshold.Freq+ 0.01
Mutation Type Inversion Memory 20GB
Mutation Pr 0.02 Edge Limit 1000

3.4.3 Performance Comparison of GA, GA+RP, and GA+EJ

The results of our experiments are shown in Tables 3.3-3.5. “Min.Error” is the minimum difference

between optimal fitness and the best fitness over 10 runs. “Avg.Error” is the average difference

between optimal fitness and the best fitness over 10 runs. “Runtime” is shown in the minutes and

its the average runtime over 10 runs.

We ran the GA and GA+RP on instances for K=3,K=25 and number of generations G= 500,

1000,1500 (see Tables 3.3-3.4 ) and GA+EJ just for K=25 and number of generations G=500 (see

Table 3.5).

It is easy to see that GA+RP significantly outperform simple GA on all instances and all con-

figurations. Also GA+RP with K=25 outperforms GA+RP with K=3 for all instances. Therefore

we decided to run GA+EJ just for K=25. For the harder instances 1,3,4,5 GA+EJ significantly

outperform GA-RP even for G=1500 the novel eutionary enhancement of GA.



38

Table 3.3 Simple Genetic Algorithm Results
Results 1 2 3 4 5 6 7 8 9 10

GA Min.Error 4.7e5 1.4e6 9695 1.9e4 3.0e4 5914 9908 1.5e4 1.7e4 3.5e4
K=3 Avg.Error 1.5e6 2.1e6 9798 1.9e4 3.0e4 4.3e6 4.6e6 4.3e6 1.8e4 3.6e4
G=500 Runtime 28 29 39 37 33 58 62 63 28 27
GA Min.Error 4.7e5 4.9e5 9620 1.9e4 2.9e4 5433 1.0e4 1.5e4 1.8e4 3.5e4
K=3 Avg.Error 1.6e6 1.8e6 9721 1.9e4 3.0e4 2.7e6 5.4e6 4.3e6 1.8e4 3.6e4
G=1K Runtime 43 43 56 60 60 94 109 93 43 43
GA Min.Error 4.7e5 4.9e5 9599 1.9e4 3.0e4 5953 1.0e4 1.4e4 1.7e4 3.5e4
K=3 Avg.Error 1.1e6 6.9e5 9726 1.9e4 3.0e4 4.3e6 4.3e6 4.3e6 1.8e4 36174
G=1.5K Runtime 78 80 122 106 108 186 167 175 80 79
GA Min.Error 4.7e5 4.8e5 9285 1.8e4 2.9e4 5498 3.9e6 1.3e4 1.7e4 3.4e4
K=25 Avg.Error 4.7e5 4.9e5 9472 1.9e4 2.9e4 3.5e6 5.8e6 3.1e6 1.7e4 3.5e4
G=500 Runtime 80 59 74 74 75 105 106 101 57 54
GA Min.Error 4.7e5 4.8e5 9254 1.8e4 2.9e4 5286 9362 1.4e4 1.7e4 3.3e4
K=25 Avg.Error 4.7e5 4.8e5 9414 1.9e4 2.9e4 3.1e6 3.5e6 1.9e6 1.7e4 3.5e4
G=1K Runtime 81 80 122 129 133 181 177 167 68 91
GA Min.Error 4.7e5 4.8e5 9283 1.8e4 2.8e4 5396 9655 1.3e4 1.7e4 3.4e4
K=25 Avg.Error 4.7e5 4.8e5 9428 1.8e4 2.9e4 3.9e6 3.1e6 3.1e6 1.7e4 35017
G=1.5K Runtime 159 159 194 200 214 286 263 275 133 126



39

Table 3.4 Results for Genetic Algorithm with Repairing and Packing

Results 1 2 3 4 5 6 7 8 9 10
GA-RP Min.Error 1102 3298 2662 4242 7433 71 167 235 4406 1.1e4
K=3 Avg.Error 1157 3481 3170 5958 8577 120 275 400 6090 1.2e4
G=500 Runtime 98 98 102 99 99 136 149 141 118 106
GA-RP Min.Error 917 3181 2314 4063 6990 87 174 195 4556 8891
K=3 Avg.Error 1084 3422 3026 5289 8531 115 255 371 5324 1.1e4
G=1K Runtime 203 197 189 188 201 244 241 243 217 218
GA-RP Min.Error 915 3166 2353 4569 6777 67 163 184 3502 6445
K=3 Avg.Error 1067 3395 2763 5294 8166 95 226 297 4778 9392
G=1.5K Runtime 281 282 294 292 291 397 390 400 307 334
GA-RP Min.Error 874 2540 2742 4827 8388 14 36 48 306 573
K=25 Avg.Error 1046 2901 3343 6160 9528 34 93 105 450 903
G=500 Runtime 99 98 109 123 104 164 171 158 139 143
GA-RP Min.Error 959 2335 2566 4586 5406 14 31 39 214 525
K=25 Avg.Error 1037 2897 3120 5830 8867 26 55 75 361 956
G=1K Runtime 188 184 198 203 207 278 275 274 261 255
GA-RP Min.Error 780 1451 2365 5010 7646 17 40 39 265 644
K=25 Avg.Error 955 2642 3197 5670 9181 22 78 61 469 849
G=1.5K Runtime 283 299 316 318 341 472 473 462 408 407

Table 3.5 Results for Genetic Algorithm Evolutionary Jumps (GA+EJ)
Results 1 2 3 4 5 6 7 8 9 10

GA-EJ Min.Error 541 1950 1557 3972 6000 27 50 113 350 595
K=25 Avg.Error 751 2425 2761 5329 8596 47 83 178 686 951
G=500 Runtime 2234 1949 2081 1883 2171 3056 2829 3153 2441 2603

3.5 Conclusion

In this paper, we enhanced genetic algorithm with evolutionary jumps which simulated punctuated

equilibrium phenomenon observed in SARS-CoV-2 sequencing data. We validated the enhanced

genetic algorithm on hard instances of the 0-1 Knapsack Problem. Genetic algorithm for the Knap-

sack Problem was first improved by using repairing and packing method. We further enhance GA
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with evolutionary jumps that were implemented using CliqueSNV. Our experiments showed that

evolutionary jumps significantly improve GA on very hard instance of the 0-1 Knapsack Problem.
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CHAPTER 4

Simulating tumor evolution from scDNA-seq as an accumulation of both SNVs and CNA

4.1 Introduction

Cancer is a complex disease driven by genomic alterations that result in uncontrolled cell growth

and spread95,75. These alterations accumulate non-randomly, leading to diverse cancer cell pop-

ulations evolving over time81,4, see Figure 4.1. Understanding cancer’s evolutionary dynamics

is vital for effective therapies targeting specific genomic changes37,71. Genomic alterations, in-

cluding copy number aberrations (CNAs) and single nucleotide variations (SNVs), play critical

roles in cancer progression8,60,1,53. CNAs involve changes in chromosome copy numbers, causing

imbalances that disrupt genes and promote cancer97. SNVs, altering individual DNA sequence

nucleotides, impact gene function and cellular pathways15,42.

Cancer progression follows distinct patterns in CNAs and SNVs accumulation48,100. Genomic

changes occur stepwise, building on each other, leading to diverse cancer cell populations100. This

diversity enables cancer cells to adapt, survive, and resist therapies83. Researchers employ com-

putational algorithms and statistical models to reconstruct cancer’s phylogenetic tree and analyze

CNAs and SNVs from biopsy-derived tumor samples51,31. The goal is to comprehend tumor evolu-

tion, relationships among cell populations, and drug resistance emergence9. The cancer phyloge-

Figure 4.1 The evolution of cancer progression
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netic tree construction considers CNAs and SNVs from parent to child nodes, modeling dynamic

genome changes during cancer evolution107,91. Understanding CNAs and SNVs interplay is cru-

cial for targeted therapies85. Identifying key genetic changes driving tumor growth and metastasis

enables precise, effective treatments38.

Despite various methods44,25,66,18,91,107 to reconstruct tumor phylogenies from single-cell and

bulk sequencing, a unified benchmark is lacking. This benchmark is crucial for tool comparison

and assessment. To address this gap, a simulator incorporating CNAs and SNVs was developed.

Well-known phylogenetic tree reconstruction methods were evaluated using simulated data. Re-

sults indicate the simulator captures realistic cancer progression dynamics involving CNAs and

SNVs. The contributions include introducing a phylogenetic tree benchmark through simulation,

evaluating established tools on this benchmark, and showing consistent results aligning with ex-

pectations.

This paper is structured as follows: Section 4.2 outlines related work, Section 4.3 presents

the proposed approach, Section 4.4 describes the experimental setup, Section 4.5 presents and

discusses results, and Section 4.6 concludes and suggests future work.

4.2 Related Work

Research studies have focused on understanding the complex interplay between copy number aber-

rations (CNAs), single nucleotide variations (SNVs), and cancer progression28,8,65. The aim is to

unravel the mechanisms driving cancer development and evolution. To explore cancer dynamics,

computational algorithms and statistical models have been developed for reconstructing cancer
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phylogenetic trees67,51,89, considering CNAs and SNVs’ roles in shaping tumor genomes91,107.

Evaluating these methods often necessitates known ground truth. Synthetic data with known

ground truth has emerged as a popular approach for assessing method performance, providing

an effective alternative for accuracy evaluation. SCSsim, based on MALBAC, simulates single

cells introducing SNVs, indels, and CNAs105. However, it lacks phylogenetic tree simulation, lim-

iting its use for studying cancer evolution. SCSIM simulates both single cells and bulk data, yet

lacks phylogenetic tree representation34, hindering the portrayal of cell relationships during cancer

progression. SimSCSnTree generates synthetic single-cell DNA sequencing data, incorporating

CNVs and SNVs in cancer cells68. However, the tool’s models lack detailed explanations and its

adoption seems limited.

4.3 Proposed Approach

Generating a cancer progression tree of Copy Number Aberrations (CNAs) and Single Nucleotide

Variations (SNVs) is a computational model used to represent the evolutionary history of a tumor.

It models how cancer cells acquire genomic alterations over time, leading to disease progression

and heterogeneity. Here, we design a simulator which generates such trees, which can be used to

benchmark tumor phylogeny reconstruction methods.

The simulator utilizes a random process to generate a random tree that represents the evolution-

ary history of a tumor, considering the Copy Number Alterations (CNAs) and Single Nucleotide

Variations (SNVs). To begin, we initialize a list of Copy Number Profiles (CNPs), which con-

sists of two sublists (for each allele of the human diploid chromosome), see Figure 4.2 (a). These
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sublists are populated with randomly chosen elements representing SNVs on the particular alleles.

This initialization process is performed in a separate function.

Next, we employ Algorithm 1 to generate a random tree, Figure 4.2 (b). This algorithm takes

a parameter n, indicating the desired number of nodes in the tree. It starts by creating a root node

and then iteratively adds new nodes with random parent nodes until the specified number of nodes

is reached. The algorithm extracts the edges from the resulting tree structure and returns them as

a list of tuples, where each tuple represents an edge between a parent and its child node. Then,

we initialized a dictionary that represents the cancer progression tree with information about the

parent-child relationships and the CNPs (each containing some SNVs) associated with each node,

see Algorithm 2.

Algorithm 2 lines 10 and after outline the subsequent steps, which involve iterating through the

children of nodes(parent) specified by the node(key) in the info dictionary. For each child node,

an empty list ϕ is initialized. Iterations through the list values of the parent node’s lists are made.

A random operation (addition, deletion, or no-change) is then applied, these operations introduce

variations in the copy number. Depending on the option, a corresponding function (addition, dele-

tion, or nochange) is called to modify the copy number, which is then appended to the modified ϕ

and in turn updated to the child node’s lists using the values from the updated ϕ. this operation is

done recursively Recursively on each child node to perform the same process down the hierarchy.

After the process is completed the info dict is updated with the generated copy numbers for each

node.

For example, in Figure 4.2 (c), the first bin b1 undergoes the deletion option, resulting in the
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removal of one list and its corresponding mutations. On the other hand, the second and third bins,

b2 and b3, experience the addition option, where new point mutations are introduced, and a new list

is appended to model a CNA.

Figure 4.3 provides an example of a final tree that reflects the updated CNPs resulting from the

process of CNAs and the accumulation of SNVs.

Algorithm 1 RandomTreeGenerator
Input: number of nodes n
Output: tree, edges

1: tree← Node(0) ▷ creating the root node of the tree with a value of 0
2: nodes← [tree] ▷ initializing the nodes list with the root node
3: for i← 0 to n do
4: parent← random.choice(nodes) ▷ parent randomly selected from list
5: node← Node(i, parent=parent) ▷ node created and attached to parent
6: nodes.append(node) ▷ newly created node added to list
7: edges← tree.edges ▷ extracting the edges from the given tree
8: return tree, edges

Figure 4.2 The generation of CNAs and SNVs from a parent node to a child node. (a) each chromo-
somal “bin” bi has two alleles, each with a point mutation. (b) a random tree topology is generated.
(c) with respect to its parent 0, in this child 2, the bin b1 undergoes a deletion of the second copy
[2] (and accumulation of SNV 1 in copy [6]), bin b2 undergoes an addition: duplication of copy
[8] (and accumulations of SNVs 7, 10 and 11 in all existing and newly created copies), and bin bm
undergoes a duplication of copy [9] along with added SNVs in each copy).
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Algorithm 2 TreeInfoGenerator
Input: edges
Output: info ▷ the information dictionary of tree

1: info← {}
2: for i in len(edges) do
3: info[i]← {‘parent’:‘’,‘children’:[],‘lists’:[]} ▷ updating dictionary by keys
4: for e in edges do
5: info[e[0]][‘children’].append(e[1]) ▷ assigning second item of edge list as child
6: info[e[1]][‘parent’]=e[0] ▷ assigning first item of edge list as parent
7: function EVALUATECNPS(node = 0)
8: if length of info[node][”children”] > 0 then
9: for childNode in info[‘node‘][‘children’] do

10: ϕ← [] ▷ Initialize CNPs lists
11: for list in info[childNode][‘lists’] do
12: option← random.choice ▷ randomly choosing an option
13: if option is addition then
14: New lists← ADDITION(list)
15: else if option is deletion then
16: New lists← DELETION(list)
17: else if option is no change then
18: New lists← NOCHANGE(list)
19: ϕ.append(New lists) ▷ appending the updated CNPs list
20: info[childNode][”lists”]= ϕ
21: EVALUATECNPS(node = childNode)
22: return info

4.4 Experimental Setup

The experimental pipeline was built using Snakemake78. The tool and the pipeline are available

online for reproducibility.1

4.4.1 Simulating SCS Data

With our tool, we simulated a total of 50 trees, each with n = 20 nodes, where each tree was

generated considering m = 2 bins. At the initial stage, the number of copies was set to two, while

1https://github.com/murraypatterson/scDNA-seq-sim

https://github.com/murraypatterson/scDNA-seq-sim
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Figure 4.3 Cancer progression tree visualization with CNAs and SNVs

the number of SNVs in each new step was set to one. This results in an average number of total

mutations of 80 (20 nodes × 2 bins × 2 alleles with one SNV added for each allele, and given

that an addition is as likely as a deletion), which was the maximum number we could consider for

each phylogeny inference tool to complete in a reasonable amount of time (of 24 hours on a single

input).

We then attached 100 cells randomly to the 20 copy number profiles (CNPs) of each tree, each

cell being “sampled” from the clone represented by the CNP — similarly, 100 was the maximum

number of cells we could consider to ensure timely phylogeny inference. To simulate a real-case

scenario, we then added noise to these 100 cells according to typical false negative (α = 0.1),

false positive (β = 10−4) and dropout (µ = 0.2) rates44,18,67. Note that a false negative constitutes

flipping a non-zero entry to zero, a false positive (which is rare) flipping a zero entry to one (the

most common multiplicity), and a dropout setting the entry to unknown (?). The process resulted in

essentially a mutational (SNV) profile — a matrix of 100 cells by 80 mutations (on average) with
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multiplicities. Since the tree represents the underlying ground truth process which generated this

observed mutational profile, the goal is then to see how well different cancer phylogeny inference

methods infer such a tree.

4.4.2 Cancer Phylogeny Inference Methods

To evaluate our proposed system, we employed three methods that utilize some combination of

CNAs and SNVs for phylogeny tree reconstruction. These methods were chosen, because they

follow a trajectory of increasing generality in terms of the data considered and/or models used.

The details of each method are as follows:

SCITE.45 is a computational algorithm that deduces a tumor’s evolutionary history from single-

cell mutation profiles using a flexible Markov chain Monte Carlo (MCMC) approach. It considers

the noise and incompleteness of these profiles due to experimental factors and sequencing errors.

Although SCITE constructs a phylogeny based solely on mutational profiles, without multiplicity

information, it addresses noise-related issues, partially accounting for the effects of copy number

aberrations (CNAs). It’s particularly valuable for studying tumor heterogeneity due to its noise-

handling capabilities and accurate reconstructions.

SASC.20 (Simulated Annealing Single-Cell inference) is a computational method designed

to infer cancer progression from Single-Cell Sequencing (SCS) data while considering mutation

losses using the Dollo-k model. The goal of SASC is to reconstruct the evolutionary trajectory of

cancer cells and identify the sequence of mutational events that occur during tumor development.

SASC makes use of only the mutational profiles (without multiplicities), however it attempts to

build a Dollo-k phylogeny30 (and also allowing for some noise). Since a Dollo-k phylogeny allows
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for some backmutations (k backmutations per site, to be precises), this more explicitly accounts

for the artifacts59 of CNAs.

PhISCS.67 (Phylogeny Inference using Subclonal Copy number and Single-cell sequencing

data) is a computational method that reconstructs tumor phylogenies by integrating single-cell and

bulk sequencing data. It combines single-cell data for SNVs and bulk data for CNAs to capture

tumor heterogeneity and subclonality. PhISCS is the most comprehensive among methods like

SCITE and SASC, utilizing mutational profiles (without multiplicities) along with CNAs informa-

tion from matched bulk sequencing. Its model accommodates mutational loss in the phylogenetic

tree if supported by CNAs in the bulk sample.

4.4.3 Running the Experiments

Since the simulation process resulted essentially in mutational (SNV) profiles with multiplicities,

we needed to transform this into the appropriate input for each tool. To produce the mutational pro-

file (without multiplicities) which is taken as input by all methods, we we simply cast all multiplic-

ities to 1 in our simulated mutational profiles (with multiplicities), i.e., by setting all entries > 1 to

1, retaining absence (0) and dropout (?) entries. To produce the matched bulk sample for PhISCS,

following the format in the example on its GitHub webpage2, we set column MutantCount to the

multiplicity of the mutation in the simulated profile, and ReferenceCount to 5 times the max-

imum multiplicity of any mutation, to ensure a large enough reference readcount (see Snakemake

pipeline for details).

Then, for SCITE, we ran it with parameters α = 0.1, β = 10−4 with a MCMC chain length

2https://github.com/sfu-compbio/PhISCS

https://github.com/sfu-compbio/PhISCS
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-l <INT> of 900000 following its GitHub webpage3. For SASC, we ran it with parameters

α = 0.1, β = 10−4, k = 1 (allowing for a Dollo-1 phylogeny), and d = 5, the expected number of

total mutational losses in the tree, according to18.

4.4.4 Evaluating the tree inference

Another reason for choosing these methods is that they are easy to use, and output directly a tree

in Graphviz format4. This allowed comparison to the simulated ground truth tree from whence the

input data were generated. To assess the accuracy, (TP + TN)/(TP + TN + FP + FN), we

used the Ancestor-descendant accuracy and the different lineages accuracies, which compute the

four rates as follows:

Ancestor-descendant accuracy. For each pair of mutations in an ancestor-descendant relation-

ship in the ground truth tree, it is a true positive (TP ) if it is also conserved in the interred tree,

and a false negative (FN ) otherwise. Conversely, if a pair of mutations are not in an ancestor-

descendant relationship in the ground truth tree, but are in such a relationship in the inferred tree,

it is a false positive (FP ), otherwise it is a true negative (TN ).

Different lineages accuracy. This measure is analogous to the ancestor-descendant accuracy,

except for that it concerns pairs of mutations which are in different lineages. Note that a pair of

mutations is either in an ancestor-descendant relationship or a different lineages relationship.

3https://github.com/cbg-ethz/SCITE
4https://graphviz.org/

https://github.com/cbg-ethz/SCITE
https://graphviz.org/
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4.5 Results and Discussion

In this section, we first report some statistical properties of the data simulated by our tool, and then

the results of evaluating SCITE, SACS and PhISCS on this simulation.

Properties of the simulated data. We first mention a few statistical properties of the data that

were generated with our simulator. A mutational profile with multiplicities had 100 cells (by

design) and an average (± std.dev.) of 79.74 (±23.91) mutations, and had mutational multiplicities

ranging between 2 and 5. The average number of mutational losses (mutations which are present

in some copy number profile in the parent, but absent in the child) was 21.60 (±5.90) on average

(± std.dev.), which is rather high. Finally, k (in the Dollo-k model, that is, the maximum number

of losses of a particular mutation on independent branches of the tree) was 3 on average, which is

also rather high. Note that this can be tuned by adjusting the probability that a deletion operation

occurs (Sec. 4.3). Finally, while the simulator models losses, it does not model recurrences (the

apparition of the same mutation on independent branches of the tree), however, this could be easily

added as well.

Phylogeny inference methods. Of the 50 inputs, 5 of them could not complete with PhISCS in

the 24-hour time limit imposed, none of which had outlying statistical properties, of those reported

above. We report all results on the remaining 45 inputs. Figure 4.4 depicts the distribution of

the ancestor-descendant and different lineage accuracies, respectively, of the methods on the 45

trees in the form of box plots. Not surprisingly, the most general method, PhISCS, which uses

information from both SNVs and CNVs is able to perform as well as, or better than, the other two

methods. It should be noted, however, that PhISCS incurred much higher runtimes than the other
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two methods as well. Finally, while it is not surprising that SASC performed among the best on the

different lineages accuracy, it is surprising that it performed less well on the ancestor-descendant

accuracy measure. This could be due to the elevated number of losses (and a k of 3 on average).

Because of this, we also ran SASC with parameter d unset (which is unbounded by default), and

the trees it inferred had an average number (± std.dev.) of 22.18 (±7.82) losses, which is quite

close to the true number of losses in ground truth. The ancestor-descendant and different lineages

accuracies did not change much in this case, however.

(a) (b)

Figure 4.4 The distribution of Ancestor-Descendant (resp. Different lineages) accuracy of each
tree inference method on the datasets in the form of a box plot.

4.6 Conclusion

In this study, we present a novel simulator for cancer phylogenetic trees. Our approach aims to

accurately simulate the progression of cancer by incorporating patterns of CNAs and SNVs. We

evaluate the effectiveness of our proposed method by utilizing the simulated trees as input for

three well-known phylogenetic tree reconstruction methods. This allows us to assess the perfor-
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mance and reliability of our simulator in capturing the complex dynamics of cancer progression.

Future work can focus on the integration of other genomic alterations such as structural variants,

epigenetic changes, and gene fusions which play significant roles in cancer progression. A more

extensive experimental study will also be carried out. We believe this is a start in the right direction

of benchmarking cancer phylogeny inference from scDNA-seq/bulk sequencing data.
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CHAPTER 5

Plastic: An easy to use and modular tool for benchmarking tumor phylogeny reconstruction
pipelines

5.1 Introduction

Recent developments in sequencing technologies has fueled an increasing interest in algorithmic

tools for the evolutionary history reconstruction problem, particularly in the case of tumors, known

as cancer progressions in this context. Understanding this evolutionary history can help clinicians

understand the cell heterogeneity in the tumors of various types of cancer and, more importantly,

gives insights on how to devise therapeutic strategies79,101.

Evolutionary research has traditionally relied on bulk sequencing methods for inferring tumor

phylogenies. The widespread availability and affordability of next-generation sequencing (NGS)

data used in this problem have led to a large number of tools96,47,39,106,82,64,27,70,90,10,99,103. Despite

their clear advantages, the use of this kind of data conveys some fundamental drawbacks. The

main one is that samples are sequenced in groups, which usually contain a mixture of both healthy

and cancerous cells, which may belong to different clones; that is, groups of cells having a specific

set of mutations. Therefore, in bulk sequencing data, only the relative proportion of cells with any

given mutation is observable, obscuring the details of the individual clonal evolution.

The introduction of single-cell sequencing (SCS) technologies promises to greatly reduce such

uncertainty, by enabling thorough exploration of genomic diversity at the granularity of individual

cells. Unfortunately, this methodology is not free of problems. Firstly, SCS is still much more

expensive than bulk sequencing, hence limiting its adoption in practice. Moreover, the technical
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difficulties associated with SCS make the quality of data obtained from this technique not on par

with bulk sequencing54. For instance, some of the problems include: (1) doublet cell captures, that

is, data originating from two cells instead of one; (2) false negatives from allelic dropout, that is,

the presence of undetected mutations, and (3) missing values due to low coverage. Despite these

obstacles, cost reduction and the development of novel methodologies22 are continuously being

developed to overcome these challenges, making SCS a promising alternative.

Motivated by this fact, numerous methods have been proposed to infer tumor phylogenies from

SCS data43,87,108,109,18,26,92 or by using a hybrid approach that combines both SCS and VAF (variant

allele frequency) from bulk sequencing data84,63,88.

Cancers are under strong evolutionary selective pressures, therefore going through a fast evo-

lutionary process that results in mutations that are very rare to observe otherwise. For example,

tumor cells can have large deletions12. The wide range of mutations that have to be considered

greatly enlarges the search space, which explains why so many methods have been published (e.g.,

TRaIT84, SiFit108, SASC18, and SPhyR26), without a clear winner arising. SPhyR introduces the

idea of pre-processing the input SCS matrix by performing a clustering method to reduce the prob-

lem dimensionality and ultimately its running time. This strategy was further developed in19 by

devising a clustering method tailored to SCS data — while SPhyR relied on the ubiquitous k-

means72,3 algorithm. Moreover, it can be expected that the reduction of the cost of SCS will result

in a faster growth of the data availability respect to computational power54. Thus, pre-processing

techniques allowing to reduce the dimension of the instances will become a crucial step in the near

future.
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Although tumor phylogeny inference is crystallizing into a sequence of well-established steps

to obtain a complete tool that starts from an SCS dataset and ends with one or more potential

phylogenies, the way in which these steps are combined remains largely ad-hoc, making the devel-

opment of the complete pipeline a time-consuming process. For example, depending on the model

and the parameters associated to a particular inference method, we can obtain different potential

phylogenies from the same SCS dataset. This motivates the need for a method that allows to quan-

tify the similarities of different phylogenies in the form of a validation tool. For instance, given a

set of solutions for a specific SCS dataset, a large cluster with several highly similar phylogenies is

likely to be more reliable since the underlying evolution is confirmed by multiple methods. In this

direction, some methods to measure the distance between two tumor phylogenies have recently

been proposed23,52,36,6,7,17,46. While these measures vary greatly in practical applicability, they all

express the need for incorporating the evolutionary process into the definition of distance.

With the aim of making the analysis of cancer data more streamlined, we developed plastic

(PipeLine Amalgamating Single-cell Tree Inference Components), an integrated and easy-to-use

tool that provides a modular and systematic framework for integrating the different steps of the phy-

logenetic inference (including clustering, phylogeny inference, and comparison)2. The plastic

tool is available under the MIT license, and available at https://github.com/plastic-phy/

plastic.

Recently, some tools for simulating SCS datasets98,68,102, have appeared. To remain current,

we have hence added this functionality to the pipeline (see step a. of Figure 5.1). This adds the

ability to benchmark the above-mentioned tumor phylogeny reconstruction tools against ground-

https://github.com/plastic-phy/plastic
https://github.com/plastic-phy/plastic
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truth data, in addition to comparing their outputs. We have also enhanced the plastic tool with

a graphical user interface (GUI) in the form of a Docker containerized web application that is easy

to use and is publicly available.1 Currently, our GUI tool incorporates the publicly available tools

scDNA-sim, celluloid, and SASC, for the simulation, clustering, and inference steps, respectively.

5.2 Pipeline anatomy

We have developed an easy-to-use graphical tool to run a complete pipeline to execute and evalu-

ate cancer progression inference tools, called plastic, which integrates several steps, some of

which are optional, depending on the desired outcome. The steps of such a pipeline supported by

plastic is depicted in Figure 5.1. A notable feature of plastic is that all steps share the same

data structure, making easier to add more tools to a comparative analysis.

In particular, plastic provides an SCS matrix data structure that is enriched with some

additional information that can be shared among the different steps, and a phylogeny tree structure

that is used for communication between the phylogeny inference and the phylogeny comparison

steps. Such structures are transparent to the user and contribute many additional functionalities

without complications from the end-user perspective.

Furthermore, given the nature of plastic, we added some graphical capabilities, so that each

step of the pipeline can be displayed within an interactive notebook or be exported to separate files.

This has been added because exploring cancer simulation tools can be overwhelming, especially

for those unfamiliar with computer administration and programming languages like Python or R.

Many of these tools require the installation of various packages and libraries, often leading to

1Available in the published version.
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compatibility issues across different operating systems. For instance, a tool developed on Linux or

MacOS might encounter setup failures on Windows.

To address these challenges, we propose a user-friendly solution. Our tool simplifies the entire

setup process with just one script which can be run on the system. It automates the installation of

necessary packages and libraries, while also launching a web application accessible directly from

the browser. This approach eliminates the hassle of manual installations and ensures seamless

usage for researchers and practitioners alike.

We have developed a Docker containerized web application that seamlessly integrates the

plastic pipeline with various simulators, with a current focus on the scDNA-sim98. Since

we are distributing a Docker container, the only dependency is Docker 2 or podman 3, an open

source drop-in replacement for Docker developed and maintained primarily by Red Hat, Inc.

Our application streamlines the user experience by eliminating the need for manual integra-

tion and installation of the pipeline components, which are managed by the application automat-

ically. The application comprises both front- and back-end components, with the former built

using ReactJS and d3JS, and the latter developed in Python with Flask with various inter-

nal helper scripts to communicate within the individual components of the pipeline, without the

need for user interaction.

We now describe in detail each step of the pipeline supported by plastic, depicted in Fig-

ure 5.1, with the corresponding screenshots of the GUI. The steps are

a. Simulation of a phylogeny and the associated input SCS matrix,

2https://www.docker.com
3https://podman.io

https://www.docker.com
https://podman.io
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a. Phylogeny/SCS

Simulation

b. Ground Truth

Tree Visualization

c. SCS Matrix

d. Dimensionality Reduction

e. Mutation Clustering

f. Phylogeny Inference
h. Tree Similarity

g. Inferred

Tree Visualization

Figure 5.1 The plastic framework. The steps highlighted in blue are currently supported by
the GUI (in addition to the source available at https://github.com/plastic-phy). This
figure is best viewed in color.

b. Ground truth phylogeny tree visualization,

c. Input SCS matrix,

d. Dimensionality reduction (cell clustering)

e. Mutation clustering,

f. Phylogeny inference,

g. Inferred tree visualization and interactive plotting, and

h. Tree similarity and comparison

Note that while steps d. Dimensionality reduction, and h. Tree similarity are available in

plastic at https://github.com/plastic-phy, they are the subject of future work re-

garding implementation in the GUI. We describe all other steps with some screenshots of the

https://github.com/plastic-phy
https://github.com/plastic-phy
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execution of a minimal example which serves as the default example for users who use the tool

from the Docker container.

a. Simulation of a phylogeny and the associated input SCS matrix

This step involves selecting an SCS tumor phylogeny simulator, and then calling it with its param-

eters. Figure 5.2 depicts the GUI screenshot of this step, more precisely when selecting and calling

the scDNA-sim98 simulator. This simulator models the accumulation of SNVs, and the duplication

or deletion of chromosomal segments (copy-number aberrations, or CNAs), producing several files

corresponding to the phylogenetic tree and mutational profiles generated. The phylogenetic tree

will serve as the ground-truth tree for further benchmarking. The mutational profiles are amplified

and then noise is added according to error rates (FP, FN and Drop rate) of SCS technologies to

produce the input SCS matrix for downstream steps. While scDNA-sim98 is fully integrated into

plastic, CNAsim102 is partially integrated, while the open-source nature of plastic allows

for adaption of any future simulator.

Notice that this step is optional, but it must be used if we want to compare the results of the

phylogeny inference step with a ground truth. If this step is not run, the pipeline computes cancer

progressions starting from a given SCS matrix (step c. of Figure 5.1, which would then be required

as input).

b. Ground truth phylogeny tree visualization

This step is performed only if the optional simulation step is run, and it displays the (ground

truth) phylogeny tree generated from the simulation. This step, depicted in Figure 5.3, utilizes
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Figure 5.2 Screenshot of an execution of the simulation step, in selecting (via the “Select Simu-
lator” dropdown menu) and calling scDNA-sim98 with the following (default) parameters (which
can be changed) by clicking the “RUN SIMULATOR” button. A phylogenetic tree with 5 nodes
(“Tree Nodes”) and 10 cells (“# cells”), over 2 genomic “bins” is generated. The SNVs are in-
dexed starting at 1000 (“Random Range”), with one SNV (“SNVs”: 1) accumulating in each
parent-node to child-node generation. To the SCS matrix resulting from this tree (bins, cells and
SNVs), noise is added at “FP Rate”: 0.0001, “FN Rate”: 0.1 and “Drop Rate”: 0.2. All files
(the phylogeny and SCS matrix) are written to “Output Path”: scDNA out.

the files produced by the previous step to visualize the evolutionary tree using d3JS, providing

a comprehensive graphical representation. The tool offers functionalities to adjust the orientation

of the trees, zoom in and out, and collapse parent nodes for enhanced insights into evolutionary

relationships. By incorporating evolutionary data, users can explore the evolutionary history of

the entities represented in the tree, enriching the understanding of their genetic relationships and

evolutionary patterns.

c. Input SCS matrix

This step of the pipeline is the starting point if the user provides an input SCS matrix, and does not

use the simulator. Otherwise (in the case the user runs a simulation), this matrix is the result of the
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Figure 5.3 Screenshot of an execution of the tree visualization step, in visualizing the ground truth
tree produced by the simulator, by clicking the “VISUALIZE TREES” button. The tree on the
right depicts the topology of this tree, rooted at node 0. The tree on the left provides this topology,
along with more information in the form of the new mutations (SNVs) which appear at this node.
Note that the (four) mutations at node 0 are germline mutations. The orientation of these trees can
be changed by clicking the “CHANGE ORIENTATION” button, and the nodes of the tree on the
left can be moved around with the mouse.

simulation step (step a. of Figure 5.1).

d. Dimensionality reduction (cell clustering)

The cell clustering step, though optional, proves beneficial when handling large datasets, particu-

larly in scenarios where generated data spans hundreds of cells. In fact, several tools silently fail

when they are fed a dataset that is too large. SPhyR26 is, to the best of our knowledge, the only

tool that incorporates an explicit clustering step to overcome this problem.
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In plastic, we use Autoencoder (AE) and ridge regression (RR) for such cell clustering

step—see details in2. This step is currently not implemented in the GUI, but it will be available in

the full version of this paper.

e. Mutation clustering

The mutation clustering step, though optional, also proves beneficial when handling datasets of

more than one thousand mutations, or simulated data on many genomic bins, which reflect the

resolution of currently available datasets. Again, SPhyR26 is, to the best of our knowledge, the

only tool that incorporates an explicit clustering step.

A mutation clustering phase has two benefits:

(i) it shrinks the instance of the phylogeny inference step, and

(ii) it reduces the dimensionality of the matrix.

The first benefit reduces the running time of the tree inference step, which is the most compu-

tationally intensive part of the pipeline, while reducing the dimensionality improves the accuracy

of the downstream steps.

The topmost pane of Figure 5.4 depicts the (optional) Mutation Clustering step using cellu-

loid. This clusters the mutations (columns) of the SCS matrix into (here, 5) super-mutations, and

the downstream phylogeny inference is run on this clustered instance, where each supermutation

(a column) represents a set of mutations from the original SCS matrix. While only celluloid is

supported in the GUI, the open-source nature of this tool allows the addition of other mutation

clustering methods.
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Figure 5.4 Screenshot of an execution of the mutation clustering, phylogeny inference and tree vi-
sualization steps. In the (optional) Mutation Clustering step (topmost pane), the number of desired
clusters (“# clusters”: 5), i.e., columns of the output SCS matrix is chosen, along with the num-
ber of iterations per cluster (“# iterations/cluster”: 1) and the overall number of iterations (“Max
Iterations”: 100) of the clustering method, celluloid, are chosen, and the clustering is executed
by clicking the “RUN CLUSTERING” button. In the Phylogeny Inference step (middle pane), the
inference method SASC is parameterized with the expected FN, FP and Drop rates: “False Nega-
tive Rate”: 0.1, “False Positive Rate”: 0.0001, and “Loss Probability”: 0.2, respectively. The
additional parameters k (in the Dollo-k model, “Max Loss(K-Dollo)”: 1), the maximum number
of overall mutational losses (“Max Deletions”: 200000), the maximum number of repetitions of
SASC (“Repetitions”: 3) and the number of “CPU Cores”: 1 used are chosen, and then SASC is
launched with “RUN INFERENCE”. Finally the Visualization step (bottom-most pane), is run to
visualize the tree inferred from the previous Phylogeny Inference step.
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f. Phylogeny inference

This step computes a cancer progression from the SCS matrix computed in the previous steps, as

depicted in the middle pane of Figure 5.4. It is the most computationally expensive part of the

pipeline. Currently, the phylogeny Inference step uses SASC16 which is a robust framework based

on Simulated Annealing for the inference of cancer progression from the single-cell sequencing

data. The main objective of SASC is to overcome the limitations of the Infinite Sites Assumption

by introducing a version of the k-Dollo parsimony model which allows the deletion of mutations

from the evolutionary history of the tumor. We plan to add the possibility of using also SCiTE43

and PhiSCS66 in the future.

g. Inferred tree visualization and interactive plotting

This step allows to visualize the tree inferred by SASC (see the Phylogeny inference step), using

its interactive SASCviz tool, as depicted in the bottom-most pane of Figure 5.4.

h. Tree similarity and comparison

The tree comparison is an essential component of an evaluation among different cancer progression

tools or to find a consensus among different inferred phylogenies. It can be used in two different

ways, depending on the goal one wants to achieve: (1) compare two predicted phylogenies, that

is the results of two different executions of inference tools, or (2) compare a predicted phylogeny

with a ground truth.

The first case is useful if a ground truth is not available, as it is common case in real-world

scenarios, and we want to find likely outliers among the results obtained, by difference methods,
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or different results produced by the same method. The second case is much more relevant for

benchmarking; in this case we want to measure how close the predicted solutions are to the ground

truth.

To improve the quality of our evaluation, we have incorporated a recently proposed measure

of tree similarity, MP317. While this is implemented in plastic, it will be added to the GUI in

the full version of this paper. Moreover we plan to add some other measure of similarity, such as

ancestor-descendant and different lineages, in the next releases of the tool.

5.3 Discussion

Given the large amount of SCS tumor data that are being published, there is a need for compar-

ing and tuning the software tools that are used to compute the phylogenies representing cancer

progressions, with an easy-to-use interface.

For this purpose we developed plastic, a command line tool to execute and compare pipelines

to infer tumor phylogenies, and a companion GUI application to allow a user to run and customize

the pipeline even without writing a Python program. Moreover, we have divided our pipeline into

well separated steps, so that it is possible to benchmark each specific aspect of a more complete

pipeline. The entire program has the only dependency of a Docker-compatible container manage-

ment system making the setup more streamlined.

Future improvements for plastic would be to include more tools into the pipeline to extend

the breadth of analyses available and to provide additional algorithmic alternatives for the same

task. This would allow to use plastic as a complete benchmarking pipeline for comparing



67

cancer progression inference tools. In fact, we are currently working on integrating SCITE44 into

plastic: this step requires the development of new bindings to transform the output produced

by SCITE into the internal representation used by plastic.

Final improvements would be the integration of the more complex interaction of plastic in

the GUI albeit requiring a bit more involvement of the final user, since they cannot be automatically

streamlined as the rest.

Another possible direction, which is a bit outside of the current focus, is to allow different SCS

matrices. This would allow to compare the effect of using different upstream tools for obtaining

such matrices. In this case we do not have a ground truth, and we are not aware of simulators that

are actually able to produce one in this context; for this reason we have not explicitly considered

this extension in the design of plastic.
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CHAPTER 6

Future Work

While this research has made significant strides towards understanding how clustering of viral

sequencing can be used in extraction of meaningful information which can be used for reconstruc-

tion of intra-host viral populations and constructed a simulator for single-cell cancer clones for

deduction and inference of cancer propagation. There are several intriguing paths which emerge

for exploration and expansion of the current research work for this dissertation which are :

• Epistatic Network Construction (Hepatitis C): Employing algorithmic methods, the goal

is to construct an epistatic network from Hepatitis C viral protein sequence data. This net-

work analysis aims to identify dense subgraphs that may signify emerging viral haplotypes.

Understanding these unique combinations is crucial for deciphering how the virus infects,

evades the immune system, and responds to treatments.

• Correlation Clustering (Covid-19): Building upon the concept of an Epistatic Network,

the focus shifts to Covid-19 protein sequence data. The objective is to construct a network

with correlated and anti-correlated edges and subsequently apply correlation clustering tech-

niques. This approach aims to unveil Variants of Interest (VOI) and Variants of Concern

(VOC) in the context of the Covid-19 virus.

• Enhanced Genetic Algorithm for TSP: The research proposes enhancing the Genetic Al-

gorithm by incorporating the phenomenon of Evolutionary Jumps. This enhancement is

specifically applied to the classic Traveling Salesman Problem (TSP), exploring how this

evolutionary approach can optimize problem solving in TSP scenarios.
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• Rubella Variant Prediction: Analyzing real patient data from a 20-year-old SCID-X1 pa-

tient with sequential respiratory and urine samples collected over 15 months. The primary

question is whether it’s possible to predict new variants based on previous sequences. This

investigation dives into the dynamics of variant evolution over time in a specific patient con-

text, offering insights into the predictive capabilities of genomic data.
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